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Pivotal® GPText 2.2 Release Notes
This document contains release information for Pivotal GPText 2.2.
Released: December 2017

About Pivotal GPText
Pivotal GPText joins the Greenplum Database massively parallel-processing database server with Apache SolrCloud enterprise search and the Apache
MADlib Analytics Library to provide large-scale analytics processing and business decision support. GPText includes free text search as well as support for
text analysis.
GPText includes the following features:
The GPText database schema provides in-database access to Apache Solr indexing and searching
Build indexes with database data or external documents and search with the GPText API
Custom tokenizers for international text and social media text
A Universal Query Processor that accepts queries with mixed syntax from supported Solr query processors
Faceted search results
Term highlighting in results
Greater emphasis on high availability
The GPText management utility suite includes command-line utilities to perform the following tasks:
Start, stop, and monitor ZooKeeper and GPText nodes
Configure GPText nodes and indexes
Add and delete replicas for index shards
Back up and restore GPText indexes
Recover a GPText node
Expand the GPText cluster by adding GPText nodes

Prerequisites
Installing GPText also installs Apache Solr Cloud and, optionally, Apache ZooKeeper.
Following are GPText installation prerequisites.
GPText runs on Red Hat Enterprise Linux 5.x and 6.x.
Install and configure your Greenplum Database system, version 4.3.6 or higher. See the Pivotal Greenplum Database Installation Guide at
https://gpdb.docs.pivotal.io .
Install Oracle JRE 1.8.x and add its bin directory to the PATH on all hosts in the cluster. GPText requires Oracle Java; it does not work with OpenJDK.
Ensure that nc (netcat) is installed on all Greenplum cluster hosts ( sudo yum install nc ).
Installing lsof on all cluster hosts is recommended ( sudo yum install lsof ).
GPText cannot be installed onto a shared NFS mount.
GPText nodes can be installed on the Greenplum Database cluster hosts alongside the Greenplum segments or on additional, non-database hosts
accessible on the Greenplum cluster network. All hosts participating in the GPText system must have the same operating system and configuration and
have passwordless-ssh access for the gpadmin user. See the Pivotal Greenplum Database Installation Guide for instructions to configure hosts.
If you plan to place GPText nodes on the Greenplum Database segment hosts, ensure that you reserve memory for GPText use when you configure
Greenplum Database. To determine the memory to set aside for GPText, multiply the number of GPText nodes to create on each Greenplum segment
host by the JVM maximum size. Subtract this memory from the physical RAM when calculating the value for the Greenplum Database
gp_vmem_protect_limit server configuration parameter. See the Greenplum Database server configuration parameter gp_vmem_protect_limit in
the Greenplum Database Reference Guide for recommended memory calculation formulas or visit the GPDB Virtual Memory Calculator  web site.
Apache Solr requires a ZooKeeper cluster with at minimum three nodes (five nodes recommended). You can install a “binding” ZooKeeper cluster with
GPText on the Greenplum cluster hosts, or you can use an existing ZooKeeper cluster. When deployed alongside Greenplum Database segments,
ZooKeeper performance can be affected under heavy database load. For best performance, install a ZooKeeper cluster on separate hosts with network

© Copyright Pivotal Software Inc, 2013-2017

4

2.2.0

connectivity to the Greenplum network.

New Features and Enhancements in GPText 2.2
GPText release 2.2 includes the following new features and improvements.

GPText External Indexes
You can use GPText to index and search documents that reside outside of Greenplum Database. External documents can be of any type supported by the
Apache Tika library, which is included with Apache Solr. Apache Tika supports many document types, including PDF, Microsoft Word, XML, HTML, email,
and other rich document types.
New functions are added to create, search, and manage GPText external functions:
gptext.create_index_external()
gptext.index_external()
gptext.search_external()
gptext.search()

creates an external index.

adds external documents to an index.
searches external indexes and extracts metadata fields to columns. You can also search with the standard

function.

gptext.highlight_external()

searches an external index and highlights search terms in the results with markup tags.

A new table, gptext.error_table , has been added. A row is added to this table when Solr fails to add an external document to an index, for example if the
document cannot be retrieved from the supplied URL.
Existing GPText functions and management utilities are updated with support for external indexes.
See Working With GPText External Indexes to learn more about the differences between standard GPText indexes and GPText external indexes.

Highlighting Enhancements
By default, GPText 2.2 uses the Solr Unified Highlighter

.

If a field is stored in the GPText index, highlighted text can be obtained from Solr, without having to use the gptext.highlight() function. This is useful if you
store fields in GPText and then drop the original database table. Before you can use this feature, you must update the managed-schema configuration file for
the index. See Highlighting Terms in Stored Fields for steps to enable and use this feature.

Apache Solr Version Upgrade
Apache Solr version 6.6.2 is included with GPText version 2.2.0. Solr 6.6.2 includes an important security fix and other fixes. See a list of changes in the
Apache Solr Release Notes .

New Monitoring Functions
The gptext.live_nodes() function lists the host, port, data directory, and up or down status of each GPText/Solr node.
The gptext.zookeeper_hosts() function lists the host names and ports of the ZooKeeper instances.

Optional Two-part Installation Procedure
A new option is provided to install GPText in two parts. The first part prepares the GPText installation directories and installs the binary distribution
package. The second part deploys the GPText cluster using your customized installation configuration file.
See Optional Two-part GPText Installation for instructions.
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Fixed Issues
Upgraded Apached Solr to release 6.6.2 due to security vulnerabilities identified in Apache Solr CVE-2017-12629

.

After dropping and recreating an indexed partitioned table, the gptext.partition_status() and gptext.partition_status_recursive() functions output a message,
“Failed to look up a relation(:) in the system catalog. Function: GetOid …”. This issue has been fixed.
Editing a configuration file using the gptext-config utility failed unless the -e <editor> option was added to the command. This is fixed.

Known Issues
Following are known issues in GPText. Workarounds are provided when available.

Wildcards in GPText Search Options
Solr does not return all fields when the fl Solr search option contains a wildcard that matches field names. For example, given a table with columns
contenta and contentb , specifying fl=contenta,contentb,(sum,1,1) correctly returns three fields. Specifying fl=cont*,sum(1,1) correctly returns contenta and
contentb , but omits the pseudo-field sum(1,1) .
Specifying a wildcard to match all fields ( fl=*,sum(1,1) ) also omits the pseudo-field.

Index Load Failure After Configuration File Error
If Solr fails to load an index because of a configuration file error, and then the index is dropped without first correcting the configuration file error, the
index cannot be recreated until GPText is restarted. This can happen if you edit managed-schema or solrconfig.xml and introduce an XML syntax error or a
typo in configuration values.
Workaround:
1. When an index fails to load, check the Solr log to find the cause.
2. If the cause is a configuration file error, such as invalid XML, use the gptext-config utility to edit the file and fix the error. Dropping the index
without first correcting the error is not recommended.
3. If you have dropped an index that failed to load without first correcting the cause of the failure, you must restart GPText before you can recreate the
index. Run gptext-start -r to restart GPText.

Startup Failure with Large Numbers of Indexes
When there is a large number of Solr cores, Solr Cloud can fail to restart successfully, with error messages indicating failure to elect leaders for shards.
This is a known Solr issue; see https://issues.apache.org/jira/browse/SOLR-5990  in the Apache Solr Jira for an example. Because of this issue, it is
recommended to avoid designing GPText applications that create large numbers of indexes, shards, and replicas. The number of cores you can create
before you observe this behavior is hardware dependent, so you should test to determine your system’s limits. You can create and successfully operate a
larger numbers of indexes than can be restarted successfully later, so be sure to test restarting GPText to determine a practical limit.

Setting GPText Configuration Parameters Without First Setting custom_variable_classes
If the custom_variable_classes Greenplum Database server configuration parameter does not include the value “gptext”, attempting to set a GPText
configuration parameter returns an error message, for example:
mydb-# set gptext.replication_factor = 4;
WARNING: Please logon again to make GUC setting take effect. (GucValue.h:301)
WARNING: Please logon again to make GUC setting take effect. (GucValue.h:301)
ERROR: unrecognized configuration parameter "gptext.replication_factor"

In GPText 2.0, in addition to the error message, the value of the configuration parameter persisted in ZooKeeper is zero, replacing the previous value of
the parameter.
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mydb-# show gptext.replication_factor;
gptext.replication_factor
---------------------------0

Beginning with GPText 2.1, the error message is still generated, however the value saved in ZooKeeper is the value specified in the set command, 4 in the
preceding example.
To prevent the error message, before setting any GPText configuration parameters, use the gpconfig command-line utility to set the custom_variable_classes
configuration parameter:
$ gpconfig -c custom_variable_classes -v 'gptext'
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Installing GPText
Prerequisites
The GPText installation includes the installation of Apache Solr Cloud and, optionally, Apache ZooKeeper.
If you are installing a new GPText release into an existing GPText system, follow the instructions in Upgrading GPText instead.
Following are GPText installation prerequisites.
Install and configure your Greenplum Database system, version 4.3.6 or higher. See the Pivotal Greenplum Database Installation Guide at
https://gpdb.docs.pivotal.io .
GPText runs on Red Hat Enterprise Linux 5.x or 6.x.
GPText cannot be installed onto a shared NFS mount.
Install Oracle JRE 1.8.x on all hosts in the cluster.



GPText requires Oracle JDK 1.8.x. You cannot use an OpenJDK JRE with GPText.

Ensure that nc (netcat) is installed on all Greenplum cluster hosts ( yum install nc ).
Installing lsof on all cluster hosts is recommended ( sudo yum install lsof ).
GPText nodes can be installed on the Greenplum Database cluster hosts alongside the Greenplum segments or on additional, non-database hosts
accessible on the Greenplum cluster network. All hosts participating in the GPText system must have the same operating system and configuration and
have passwordless-ssh access for the gpadmin user. See the Pivotal Greenplum Database Installation Guide for instructions to configure hosts.
If you plan to place GPText nodes on the Greenplum Database segment hosts, ensure that you reserve memory for GPText use when you configure
Greenplum Database. To determine the memory to set aside for GPText, multiply the number of GPText nodes to create on each Greenplum segment
host by the JVM maximum size. Subtract this memory from the physical RAM when calculating the value for the Greenplum Database
gp_vmem_protect_limit server configuration parameter. See the Greenplum Database server configuration parameter gp_vmem_protect_limit in
the Greenplum Database Reference Guide for recommended memory calculation formulas or visit the GPDB Virtual Memory Calculator  web site.
Apache Solr requires a ZooKeeper cluster with at minimum three nodes. You can install a “binding” ZooKeeper cluster with GPText on the Greenplum
cluster hosts, or you can use an existing ZooKeeper cluster. When deployed alongside Greenplum Database segments, ZooKeeper performance can be
affected under heavy database load. For best performance, install a ZooKeeper cluster with at least three nodes (five nodes recommended) on
separate hosts with network connectivity to the Greenplum network.

Install the GPText Binary Distribution
1. On the Greenplum master host, extract the GPText distribution file, a compressed tar archive. For example:
cd /home/gpadmin
tar xvfz greenplum-text-release-rhel5_x86_64.tar.gz

The release directory contains an installation configuration file, gptext_install_config , and the GPText installation binary, which has a name similar to
greenplum-text-<version>-<platform>.bin , for example, greenplum-text-2.2.0-rhel6_x86_64.bin .
2. If necessary, grant execute permission to the GPText binary. For example:
chmod +x /home/gpadmin/greenplum-text-2.1.0-rhel5_x86_64.bin

3. If you are installing GPText in a directory that is only accessible to root, for example /usr/local , perform these steps:
a. Create the installation directory as root and change the ownership to the gpadmin user.
b. To install to a directory where the user may or may not have write permissions:
Use gpssh to create a directory with the same file path on all hosts ( mdw , smdw , and the segment hosts sdw1 , sdw2 , and so on). For
example:
/usr/local/<gptext-version>

As root, set the file permissions and owner. For example:
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# chmod 775 /usr/local/<gptext-version>
# chown gpadmin:gpadmin /usr/local/<gptext-version>

4. Edit the gptext_install_config file to set parameters for the installation. See Set Installation Parameters for details.
5. Run the GPText installation binary as gpadmin on the master server:
./gptext-<version>.bin -c <gptext_install_config>

6. Accept the Pivotal license agreement.

Optional Two-Part GPText Installation
You can run the GPText installation in two parts by following these steps.
1. Prepare GPText installation directories as described in steps 1 through 3 in Install the GPText Binaries.
2. Run the GPText installation binary as gpadmin on the master server:
./gptext-<version>.bin -b

Note that the -c <gptext_install_config> option is omitted.
3. Source the GPText environment script in the GPText installation directory:
source <gptext-install-dir>/greenplum-text_path.sh

4. Edit the gptext_install_config file to set parameters for the GPText installation. See Set Installation Parameters for details.
5. Deploy the GPText cluster with the following command:
gptext-deploy -c <gptext_install_config>

Set Installation Parameters
A GPText configuration file named gptext_install_config contains parameters to configure the GPText installation. Edit the file and set the parameters as
described in the following table.



The GPTEXT_HOSTS and DATA_DIRECTORY installation parameters determine the number of GPText nodes that are deployed.
The number of directories included in the DATA_DIRECTORY array is the number of GPText nodes that are created per host.
The GPTEXT_HOSTS parameter determines the number of hosts. If set to the constant "ALLSEGHOSTS" the number of GPText node hosts is the
same as the number of Greenplum segment hosts. If GPTEXT_HOSTS is set to an array of host names, the length of the array is the number of
GPText node hosts.
The maximum number of GPText nodes is the number of Greenplum Database primary segments. The best practice recommendation is to deploy
fewer GPText nodes with more memory rather than to divide the memory available to GPText among the maximum number of GPText nodes
allowed. For example, if there are eight primary segments per host in the Greenplum Database cluster, the maximum number of GPText nodes per
host is eight, but you should test with two or four GPText nodes per host, adjusting the JAVA_OPTS installation parameter to divide the memory
reserved for GPText among them.

Table 1. GPText installation parameters
Parameter

Description

Example

An array of host names on which to install
GPText, or use the constant
declare -a GPTEXT_HOSTS=(gptext_host1 gptext_host2 gptext_host3)

© Copyright Pivotal Software Inc, 2013-2017
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Parameter
GPTEXT_HOSTS

DATA_DIRECTORY

JAVA_OPTS

GPTEXT_PORT_BASE
GP_MAX_PORT_LIMIT

ZOO_CLUSTER

"ALLSEGHOSTS" to install GPText on all
Description
Greenplum Database segment hosts.
GPText hosts must be passwordless sshaccessible by the gpadmin user from all
other hosts in the Greenplum Cluster.
An array of directory paths where GPText
data directories are to be created. The
number of directories in the array
determines the number of GPText nodes
that will be created on each physical host.
If GPTEXT_HOSTS lists multiple interfaces
per host, the GPText nodes are spread
evenly across the interface addresses.

GPTEXT_HOSTS="ALLSEGHOSTS"

declare -a DATA_DIRECTORY=(/data/primary /data/primary)

Sets the minimum and maximum memory
each SolrCloud JVM can use.

JAVA_OPTS="-Xms1024M -Xmx2048M"

Set a range of port numbers available to
GPText nodes. GPText finds unused ports
in the specified range.

GPTEXT_PORT_BASE=18983
GP_MAX_PORT_LIMIT=28983

Whether to deploy a GPText binding
ZooKeeper cluster or use an existing
ZooKeeper cluster. If set to "BINDING"
the installation deploys a ZooKeeper
cluster. To use an existing ZooKeeper
cluster, set this parameter to a list of
ZooKeeper nodes in the format
"host1:port,host2:port,host3:port

ZOO_HOSTS

Example

ZOO_CLUSTER="BINDING"

“.

If ZOO_CLUSTER is set to "BINDING" , this
parameter is an array of the hosts where
the ZooKeeper nodes are to be installed.
The array must contain 3, 5, or 7 host
names, for example
ZOO_HOSTS=(sdw1 sdw2 swd3 sdw4
sdw5)

declare -a ZOO_HOSTS=(localhost localhost localhost localhost
localhost)

. If you are using a single host for
ZooKeeper, specify it multiple times, for
example, ZOO_HOSTS=(sdw1 sdw1 swd1) .

ZOO_DATA_DIR

The ZooKeeper data directory, required
when ZOO_CLUSTER is set to "BINDING" .

ZOO_DATA_DIR="/data/master/"

ZOO_GPTXTNODE

The node path in ZooKeeper for GPText.
This parameter is required whether
ZOO_CLUSTER is set to "BINDING" or a
list of hosts.

ZOO_GPTXTNODE="gptext"

A range of port numbers to use for the
ZooKeeper cluster. Unused ports are
allocated from within this range. The range
must contain at least 4000 port numbers.

ZOO_PORT_BASE=2188
ZOO_MAX_PORT_LIMIT=12188

The home directory of the Java installation
to run for ZooKeeper and Solr processes. If
not set, the JRE specified in the PATH and
JAVA_HOME environment variables will be
used.

GPTEXT_JAVA_HOME=/usr/java/jdk1.8.0_131

ZOO_PORT_BASE
ZOO_MAX_PORT_LIMIT

GPTEXT_JAVA_HOME

Starting GPText
First, make sure the GPText command-line utilities are in your path by sourcing the Greenplum Database and GPText environment scripts. It is important
to source the GPText environment script each time you source the Greenplum Database script. For example:
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source /usr/local/greenplum-db-<version>/greenplum_path.sh
source /usr/local/greenplum-text-<version>/greenplum-text_path.sh

To use GPText in a database, you must first use the gptext-installsql management utility to install the GPText user-defined functions and other objects in
the database:
gptext-installsql database [database2 ... ]

The GPText objects are created in the gptext schema.
The ZooKeeper cluster must be running before you start GPText. If you installed a bound ZooKeeper cluster, start it with the zkManager command-line
utility.
$ zkManager start

Start GPText with the gptext-start utility.
$ gptext-start

Configure Greenplum Database
GPText configuration parameters are saved in ZooKeeper. You can, however, view and set GPText configuration parameters in a Greenplum Database
session using the SHOW and SET commands. This requires adding the GPText custom variable class to the Greenplum Database custom_variable_classes
configuration parameter.
The custom_variable_classes configuration parameter is a comma-separated list of class names. It is unset by default. To see if any custom variable classes
have already been configured, run this gpconfig command at the command line.
gpconfig -s custom_variable_classes

If no custom variable classes have been set, set the parameter with the following command.
gpconfig -c custom_variable_classes -v 'gptext'
[gpadmin@gpsne ~]$ gpconfig -c custom_variable_classes -v 'gptext'
20171029:12:29:11:028199 gpconfig:gpsne:gpadmin-[INFO]:-completed successfully

If other classes have been configured, add gptext to the existing list, separated by a comma.
Run gpstop -

to have Greenplum Database reload the configuration file.

u

When you want to view or set GPText configuration parameters, first execute the gptext.version() function to load the GPText configuration parameters into
the session.
=# SELECT gptext.version();
version
-------------------------------Greenplum Text Analytics 2.1.2
(1 row)
=# SHOW gptext.idx_delim;
gptext.idx_delim
-----------------,
(1 row)

See Setting GPText Configuration Parameters for more about GPText configuration parameters.

Uninstalling GPText
To uninstall GPText, run the gptext-uninstall utility. You must have superuser permissions on all databases with GPText schemas to run gptext-uninstall .
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gptext-uninstall

runs only if there is at least one database with a GPText schema.

Execute:
gptext-uninstall
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Upgrading GPText
Upgrading a GPText system to a new GPText release installs the new GPText software release on all hosts in the Greenplum cluster and then upgrades the
GPText system.

Upgrading GPText and Greenplum Database at the Same Time
If you are upgrading to new releases of Greenplum Database and GPText at the same time, follow these steps:
1. Complete the Greenplum Database upgrade first and ensure the database is operational.
2. Run the GPText gptext-migrator utility to migrate your current GPText system to the newly upgraded Greenplum Database system.
3. Ensure that the current version of GPText works with the new Greenplum Database version.
4. Proceed with the GPText upgrade.

Upgrading a GPText Release
Upgrading a GPText release is a two-part process: install the new software release on the Greenplum cluster hosts and then upgrade the existing GPText
system. The GPText installer performs the first part, installing the new software. The gptext-upgrade utility performs the second part, upgrading the current
GPText system to the new version.
The GPText installer detects an existing GPText system and, after installing the new software release, offers to run the gptext-upgrade utility for you. If you
choose to upgrade the GPText system later, you can run the gptext-upgrade utility yourself.
All upgrade tasks are executed on the Greenplum master host as the gpadmin user. The gpadmin user must have write permission in the directory where
the new GPText release is to be installed, /usr/local/greenplum-text-<release>-<version> by default.
You must stop the GPText system before upgrading. The Greenplum Database and ZooKeeper clusters must be running.
Follow these steps:
1. Download the new GPText release for your platform from Pivotal Network

.

2. Extract the release package.
$ tar xfz greenplum-text-<version>-<platform>.tar.gz

3. Shut down the GPText system.
$ gptext-stop

4. Run the GPText installer.
$ ./greenplum-text-<version>-<platform>.bin



When upgrading GPText, you do not specify an installation configuration file as you do for the initial GPText installation.

5. The installer prompts you to accept the Pivotal license agreement and to choose and create the installation directory.
6. The installer verifies the environment to ensure that prerequisites are present, such as Python and Java. If any problems are discovered, the installer
outputs an error message and stops. Correct the problem identified by the message and run the installer again.
7. After the new software has been installed on the Greenplum cluster, the installer looks for an existing GPText installation. If an existing GPText
system is found, the installer asks if you wish to upgrade GPText directly.
If you answer yes, the installer runs the gptext-upgrade script. The gptext-upgrade utility validates the environment to ensure it can
complete the upgrade, then executes the upgrade and restarts the GPText system. If any problems are discovered, gptext-upgrade outputs a
message and quits. Fix the indicated problems and run the gptext-upgrade utility (at <NEW_GPTEXTHOME>/bin/gptext-upgrade ) to complete
the GPText system upgrade.
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If you answer no, you must run the gptext-upgrade script after the installer completes. See the gptext-upgrade utility reference for
instructions.
8. After the upgrade has completed, source the greenplum-text_path.sh in the new GPText release directory and run gptext-state healthcheck to verify the
GPText system:
$ source /usr/local/greenplum-text-<version>/greenplum-text_path.sh
$ gptext-state healthcheck
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Introduction to Pivotal GPText
Pivotal GPText enables processing mass quantities of raw text data (such as social media feeds or e-mail databases) into mission-critical information that
guides business and project decisions. GPText joins the Greenplum Database massively parallel-processing database server with Apache SolrCloud
enterprise search and the MADlib Analytics Library to provide large-scale analytics processing and business decision support. GPText includes free text
search as well as support for text analysis. GPText supports business decision making by offering:
Multiple kinds of data: GPText supports both semi-structured and unstructured data searches, which exponentially increases the kinds of
information you can find.
Less schema dependence: GPText does not require static schemas to successfully locate information; schemas can change or be quite simple and
still return targeted results.
Text analytics: GPText supports analysis of text data with machine learning algorithms. The MADlib analytics library is integrated with Greenplum
Database and is available for use with GPText.
This chapter contains the following topics:
GPText System Architecture
GPText Sample Use Case
GPText Workflow
Text Analysis

GPText System Architecture
GPText combines a Greenplum Database cluster with an Apache SolrCloud cluster. Greenplum Database segments and GPText nodes can be deployed on
the same hosts or on different hosts with network connectivity.
The following figure shows the process architecture of the combined Greenplum Database and ApacheSolr clusters. The figure shows four cluster nodes
with four Greenplum segments and four Solr instances deployed on each. An Apache ZooKeeper service manages the SolrCloud cluster. Because
ZooKeeper is most efficient with an odd number of servers, ZooKeeper nodes are deployed on three of the four hosts. Greenplum Database users access
SolrCloud services via GPText user-defined functions installed in Greenplum databases and command-line utilities.

The figure omits the Greenplum master host, secondary master, and mirror segments for the Greenplum primary segments.
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The Greenplum segments, Solr instances, and ZooKeeper nodes may all be deployed on separate hosts on the same network, depending on application
and performance requirements.
The following sections describe how GPText integrates SolrCloud with Greenplum Database and how the two clusters work together to provide parallel
text search capabilities in Greenplum Database and maintain high availability.

Greenplum Database Cluster
A Greenplum Database cluster is comprised of the following components:
A master database instance, executing on a dedicated host, conventionally named mdw . (Not illustrated)
A secondary master instance, on a host conventionally named smdw , acting as a warm standby for the master instance. (Not illustrated)
An array of database primary segment instances and mirrors deployed on segment hosts, by convention sdw1 through sdwn . A segment instance is
an independent Postgres database process managing a portion of the distributed data. Each segment has a mirror (not illustrated) on another host in
the cluster to provide uninterrupted service in case of a segment or segment host failure. The number of primary segments per host is determined by
the hardware configuration—the number and type of processor cores, the amount of physical RAM, local storage capacity, and network capacity—as
well as availability and performance requirements.
The Greenplum master instance coordinates the work of the segment instances. Optimal performance of a Greenplum Database cluster requires that all
segment hosts be configured identically with the same number of primary and mirror segments on each, and with the database data distributed evenly
among the segment instances. The full capacity of the database cluster is utilized when every segment host performs an equal amount of work.

Apache SolrCloud
Apache Solr is a server providing access to Apache Lucene full-text indexes. Apache SolrCloud is a highly available, fault tolerant cluster of Apache Solr
servers. The term GPText cluster is another way to refer to a SolrCloud cluster deployed by GPText for use with a Greenplum Database system.
A SolrCloud cluster is comprised of the following components:
An Apache ZooKeeper cluster to manage the SolrCloud cluster. SolrCloud uses ZooKeeper to manage server configuration and to coordinate the
cluster’s activities. GPText can install ZooKeeper cluster that is bound to the GPText cluster, or it can share an existing ZooKeeper cluster. If GPText
installs the ZooKeeper cluster, it can be managed using GPText functions and utilities. The ZooKeeper cluster can be deployed on Greenplum Database
cluster hosts or, for best performance, on seperate hosts accessible to the Greenplum Database cluster.
Multiple SolrCloud server instances deployed on the Greenplum segment hosts or on other hosts on the same network. Each instance is a JVM process
running Solr server. SolrCloud instances use local storage, which may be the same local storage volumes that store Greenplum Database data. The
number of SolrCloud instances per host can be the same as the number of Greenplum primary segments per host, but this is not a requirement. The
number of instances to execute per host is specified during GPText installation.
GPText provides document indexing and search capabilities for Greenplum Database by adding user-defined functions (UDFs) that access Solr APIs from
within database queries.
GPText UDFs perform the following tasks:
create and manage GPText indexes
insert documents into indexes from database tables or, for GPText external indexes, from documents stored outside of Greenplum Database
search indexes
There are also GPText UDFs and command-line utilities to configure, monitor, and manage the SolrCloud cluster and to manage replicas, SolrCloud’s
high-availability mechanism. (More on replicas in the next section.)

Parallelism in GPText Indexing and Searching
SolrCloud distributes document indexes in slices called shards. With GPText, the number of shards for an index is the same as the number of Greenplum
segments, so each Greenplum segment operates on an equal portion of the index. Each shard is managed by a SolrCloud instance and the shards are
distributed evenly among the SolrCloud instances. The SolrCloud instance and Greenplum segment are not required to be on the same host.

High Availability for GPText Indexes
SolrCloud provides high availability by maintaining replicas of shards and providing automatic failover if a shard fails or becomes unavailable. One replica
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of each shard is the lead replica and any changes to it are applied to the other replicas. The replication factor, which determines the number of replicas to
maintain for each shard, is set when the index is created. Replicas may also be added or dropped later using GPText UDFs or command-line utilities.
ZooKeeper determines the locations of shard replicas among the Solr nodes and hosts. When adding a replica using a GPText UDF or command-line utility,
a new shard can be explicitly placed on a SolrCloud instance.

GPText Sample Use Case
Forensic financial analysts need to locate communications among corporate executives that point to financial malfeasance in their firm. The analysts use
the following workflow:
1. Load the email records into a Greenplum database.
2. Create a Solr index of the email records.
3. Run queries that look for text strings and their authors.
4. Refine the queries until they pair a dummy company name with top three or four executives corresponding about suspect offshore financial
transactions. With this data, the analysts can focus the investigation on specific individuals rather than the thousands of authors in the initial data
sample.

GPText Workflow
GPText works with Greenplum Database and Apache SolrCloud to store and index big data for information retrieval (query) purposes. High-level
workflows include data loading and indexing, and data querying.
This topic describes the following information:
Data Loading and Indexing Workflow
Querying Data Workflow

Data Loading and Indexing Workflow
The following diagram shows the GPText workflow for loading and indexing data.

All client interaction with the system is through the Greenplum master instance.
1. Load data into your Greenplum Database system.
Create a database table to hold data and then add the data to the table. Greenplum provides parallel data loading utilities and protocols that help
to transform and load external data in various formats and from various sources. For details, see the Greenplum Database Administrator Guide, at
http://gpdb.docs.pivotal.io .
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2. Create an empty GPText index.
Use the gptext.create_index() user-defined function (UDF) to create an empty GPText index for the table. Each Greenplum segment will manage a slice
of the index, called a shard. SolrCloud creates multiple replicas for each shard, distributed among the Solr instances, and chooses a lead replica for
the Greenplum segment to operate upon. Solr manages replication between the replicas.
3. Populate the index with data from the database table.
Use the gptext.index() UDF to add data to the index. This UDF works by dispatching a SQL query to execute on each Greenplum segment. The
segments execute the query and add the results to their shards using Solr APIs.
4. Commit changes to the index.
Commit changes to the GPText index by calling the gptext.commit_index() UDF. Until the changes are committed, queries executed on the index
cannot access any data added to the index with gptext.index() . If needed, uncommitted changes can be rolled back. SolrCloud replicates changes
committed to the lead replica to the shards’ non-lead replicas.

Querying Data Workflow
The following diagram shows the high-level GPText query process workflow:

1. A user submits a SQL query designed to search the indexed data.
A GPText search query is a SQL SELECT statement on a GPText search UDF that contains full-text search expressions.
2. The Greenplum master dispatches the query to the Greenplum segments.
3. Each segment executes the query, using the Solr API to search its index shard.
SolrCloud executes the search query on the lead replica for the shard.
4. The Greenplum segments return the results of the search query to the Greenplum master.
5. The Greenplum master aggregates the results from all segments and returns them to the client.

Text Analysis
GPText enables analysis of Solr indexes with Apache MADlib, an open source library for scalable in-database analytics. MADlib provides data-parallel
implementations of mathematical, statistical, and machine learning methods for structured and unstructured data. You can use GPText to perform a
variety of MADlib analyses.
Learn more about Apache MADlib at http://madlib.apache.org
http://network.pivotal.io .
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Working With GPText Indexes
Indexing prepares documents for text analysis and fast query processing. This topic shows you how to create GPText indexes and add documents from
Greenplum Database tables to them, and how to maintain and customize indexes for your own applications.
For help indexing and searching documents stored outside of Greenplum Database see Working With GPText External Indexes.

Setting Up the Sample Database
The examples in this documentation work with a demo database containing three database tables, called wikipedia.articles , twitter.message , and
store.products . If you want to run the examples yourself, follow the instructions in this section to set up the demo database.
1. Log in to the Greenplum Database master as the gpadmin user and create the demo database.
$ createdb demo

2. Open an interactive shell for executing queries in the demo database.
$ psql demo

3. Create the articles table in the wikipedia schema with the following statements.
CREATE SCHEMA wikipedia;
CREATE TABLE wikipedia.articles (
id int8 primary key,
date_time timestamptz,
title text,
content text,
refs text
) DISTRIBUTED BY (id);

4. Create the message table in the twitter schema with the following statements.
CREATE SCHEMA twitter;
CREATE TABLE twitter.message (
id bigint,
message_id bigint,
spam boolean,
created_at timestamp without time zone,
source text,
retweeted boolean,
favorited boolean,
truncated boolean,
in_reply_to_screen_name text,
in_reply_to_user_id bigint,
author_id bigint,
author_name text,
author_screen_name text,
author_lang text,
author_url text,
author_description text,
author_listed_count integer,
author_statuses_count integer,
author_followers_count integer,
author_friends_count integer,
author_created_at timestamp without time zone,
author_location text,
author_verified boolean,
message_url text,
message_text text )
DISTRIBUTED BY (id)
PARTITION BY RANGE (created_at)
( START (DATE '2011-08-01') INCLUSIVE
END (DATE '2011-12-01') EXCLUSIVE
EVERY (INTERVAL '1 month'));
CREATE INDEX id_idx ON twitter.message USING btree (id);

5. CREATE the store.products table with these statements.
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CREATE SCHEMA store;
CREATE TABLE store.products (
id bigint,
title text,
category varchar(32),
brand varchar(32),
price float )
DISTRIBUTED BY (id);

6. Download test data for the three tables here

. Right-click the link, save the file, and then copy it to the gpadmin user’s home directory.

7. Extract the data files with this tar command.
$ tar xvfz gptext-demo-data.tgz

8. Load the wikipedia data into the wikipedia.articles table using the psql \COPY metacommand.
\COPY wikipedia.articles FROM '/home/gpadmin/demo/articles.csv' HEADER CSV;

The articles table now contains text from 23 Wikipedia articles.
9. Load the twitter data into the twitter.message table using the following psql \COPY metacommand.
\COPY twitter.message FROM '/home/gpadmin/demo/twitter.csv' CSV;

The message table now contains 1730 tweets from August to October, 2011.
10. Load the products table into the store.products table with the following psql \COPY metacommand.
\COPY store.products FROM '/home/gpadmin/demo/products.csv' HEADER CSV;

The products table now contains 50 rows. This table is used to demonstrate faceted search queries. See Creating Faceted Search Queries.

Setting up the GPText Command-line Environment
To work with GPText indexes, you must first set up your environment and add the GPText schema to the database containing the documents (Greenplum
Database data) you want to index.
To set the environment, log in as the gpadmin user and source the Greenplum Database and GPText environment scripts. The Greenplum Database
environment must be set before you source the GPText environment script. For example, if both Greenplum Database and GPText are installed in the
/usr/local/ directory, enter these commands:
$ source /usr/local/greenplum-db-<version>/greenplum_path.sh
$ source /usr/local/greenplum-text-<version>/greenplum-text_path.sh

With the environment now set, you can access the GPText command-line utilities.

Adding the GPText Schema to a Database
Use the gptext-installsql utility to add the GPText schema to databases containing data you want to index with GPText. You perform this task one time for
each database. In this example, the gptext schema is installed into the demo database.
$ gptext-installsql demo

The gptext schema provides user-defined types, tables, views, and functions for GPText. This schema is reserved for GPText. If you create any new objects
in the gptext schema, they will be lost when you reinstall the schema or upgrade GPText.

Creating GPText Indexes and Indexing Data
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The general steps for creating a GPText index and indexing documents are:
1. Create an empty Solr index
2. Customize the index (optional)
3. Populate the index
4. Commit the index
After you complete these steps, you can create and execute a search query or implement machine learning algorithms. Searching GPText indexes is
described in the Querying GPText Indexes topic.
The following steps are completed by executing SQL commands and GPText functions in the database. Refer to the GPText Function Reference for details
about the GPText functions described in the following examples.

Create an empty GPText index
A GPText index is an Apache Solr collection containing documents added from a Greenplum Database table. There can be one GPText index per
Greenplum Database table. Each row in the database table is a document that can be added to the GPText index.
If the database table is partitioned, there is one GPText index for all partitions. You must specify the root table name when creating the index and adding
documents to it. GPText provides search semantics that enable searching partitions efficiently.
A GPText external index is a Solr index for documents that are located outside of Greenplum Database. GPText provides user-defined functions to create
external indexes and insert documents into them. See Working with GPText External Indexes.
The gptext.create_index() function creates a new GPText index. This function has two signatures:
gptext.create_index(<schema_name>, <table_name>, <id_col_name>,
<def_search_col_name> [, <if_check_id_uniqueness>])

or
gptext.create_index(<schema_name>, <table_name>, <p_columns>, <p_types>,
<id_col_name>, <def_search_col_name> [, <if_check_id_uniqueness>])

The <schema_name> and <table_name> arguments specify the database table that contains the source documents.
The <id_col_name> argument is the name of the table column that contains a unique identifier for each row. The <id_col_name> column can be of type
int4 , int8 , varchar , text , or uuid .
The <def_search_col_name> argument is the name of the table column that contains the content you want to search by default. For example, if you want to
index and search just the <content> column, you can use the first signature and specify the content column name in the <def_search_col_name> argument.
The final, optional argument, <if_check_id_uniqueness> , is a Boolean argument. When true, the default, attempting to add a document with an id that
already exists in the index generates an error. If you set the argument to false, you can add documents with the same id, but when you search the index all
documents with the same ID are returned.
The following command creates an index for the twitter.message table, with the id column as the unique ID field and the message_text column for the
default search column:
=# SELECT * FROM gptext.create_index('twitter', 'message', 'id', 'message_text');

To verify that the demo.twitter.message index was created, call gptext.index_status() :
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=# SELECT * FROM gptext.index_status('demo.twitter.message');
content_id |
index_name
| shard_name | shard_state | replica_name | replica_state
|
core
| node_name |
base_url
| is_leader
| partitioned
------------+----------------------+------------+-------------+--------------+--------------+--------------------------------------+-----------------+------------------------+----------+------------0 | demo.twitter.message | shard0 | active
| core_node1 | active
| demo.twitter.message_shard0_replica1 | gpdb:18984_solr | http://gpdb:18984/solr | f
|t
0 | demo.twitter.message | shard0 | active
| core_node2 | active
| demo.twitter.message_shard0_replica2 | gpdb:18983_solr | http://gpdb:18983/solr | t
|t
1 | demo.twitter.message | shard1 | active
| core_node3 | active
| demo.twitter.message_shard1_replica1 | gpdb:18984_solr | http://gpdb:18984/solr | f
|t
1 | demo.twitter.message | shard1 | active
| core_node4 | active
| demo.twitter.message_shard1_replica2 | gpdb:18983_solr | http://gpdb:18983/solr | t
|t
(4 rows)

This example executed on a Greenplum Database cluster with two primary segments. Two shards were created, one for each segment, and each shard has
two replicas. The replicas are named core_node1 through core_node4.
You can also run the gptext-state -

command-line utility to verify the index was created. See the gptext-state reference for details.

D

The GPText index for the demo.twitter.message table is configured, by default, to index all columns in the twitter.message database table. You can write search
queries that contain criteria using any column in the table.
If you want to index and search a subset of the table columns, you can use the second gptext.create_index() signature, specifying the columns to index in the
<p_columns> argument and the data types of those columns in the <p_types> argument. The <p_columns> and <p_types> arguments are text arrays. The
id column name and default search column name must be included in the arrays.
Use the second gptext.create_index() signature to create an index for the wikipedia.articles table. This index will allow you to search on the title , content , and
refs columns. Note that the id column and default search column are still specified in separate arguments following the <p_columns> and <p_types>
arrays.
=# SELECT * FROM gptext.create_index('wikipedia', 'articles', '{id, title, content, refs}',
'{long, text_intl, text_intl, text_intl}', 'id', 'content', true);
INFO: Created index demo.wikipedia.articles
create_index
-------------t
(1 row)

Because the date_time column was omitted from the <p_columns> and <p_types> arrays, it will not be possible to search the wikipedia.articles index on
date with the GPText search functions.

Customize the index (optional)
Creating a GPText index generates a set of configuration files for the index. Before you add documents to the index, you can customize the configuration
files to change the way data is indexed and stored. You can customize an index later, after you have added documents to it, but you must then reindex the
data to take advantage of your customizations.
One common customization is to remap data types for some database columns. In the managed-schema configuration file for an index, GPText maps the
data types for each field from the Greenplum Database type to an equivalent Solr data type. GPText applies default mappings (see GPText and Solr Data
Type Mappings), but your index may be more effective if you use a different mapping for some fields.
The demo.twitter.message table, for example, has a message_text text column that contains tweets. By default, GPText maps text columns to the Solr text_intl
(international text) type. The GPText text_sm (social media text) type is a better mapping for a text column that contains social media idioms such as
emoticons.
Follow these steps to remap the message_text field to the gtext_sm type.
1. Use the gptext-config utility to edit the managed-schema file for the demo.twitter.message index.
$ gptext-config -i demo.twitter.message -f managed-schema
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The managed-schema file loads in a text editor (normally vi).
2. Find the <field> element for the message_text field.
<field name="message_text" stored="false" type="text_intl" indexed="true"/>

3. Change the type attribute from text_intl to text_sm .
<field name="message_text" stored="false" type="text_sm" indexed="true"/>

4. Save the file and exit the editor.
There are many other ways to customize a GPText index. For example, you can omit fields from the index by changing the indexed attribute of the <field>
element to false , store the contents of the field in the index by changing the stored attribute to true , or use gptext-config to edit the stopwords.txt file to
specify additional words to ignore when indexing.
See Customizing GPText Indexes to learn how data type mapping determines how Solr analyzes and indexes field contents and for more ways to
customize GPText indexes.

Populate the index
To populate the index, use the table function gptext.index() , which has the following syntax:
SELECT * FROM gptext.index(TABLE(SELECT * FROM <table_name>), <index_name>);

To index all rows in the twitter.message table, execute this command:
=# SELECT * FROM gptext.index(TABLE(SELECT * FROM twitter.message), 'demo.twitter.message');
dbid | num_docs
------+---------2|
892
3|
838
(2 rows)

This command indexes the rows in the wikipedia.articles table.
=# SELECT * FROM gptext.index(TABLE(SELECT * FROM wikipedia.articles), 'demo.wikipedia.articles');
dbid | num_docs
------+---------3|
11
2|
12
(2 rows)

The results of this command show that 23 documents from two segments were added to the index.
The first argument of the gptext.index() function is a “table-valued expression.” TABLE(SELECT * FROM

creates a table-valued expression

wikipedia.articles)

from the articles table, using the table function TABLE .
You can choose the data to index or update by changing the inner select list in the query to select the rows you want to index. When adding new
documents to an existing index, for example, specify a WHERE clause in the gptext.index() call to choose only the new rows to index.
The inner SELECT statement could also be a query on a different table with the same structure, or a result set constructed with an arbitrarily complex
join, provided the columns specified in the gptext.create_index() function are present in the results. If you index data from a source other than the table used
to create the index, be sure the distribution key for the result set matches the distribution key of the base table. The Greenplum Database SELECT
statement has a SCATTER BY clause that you can use to specify the distribution key for the results from a query. See Specifying a distribution key with
SCATTER BY for more about the distribution policy and GPText indexes.

Commit the index
After you create and populate an index, you commit the index using gptext.commit_index(<index_name>) .
This example commits the documents added to the indexes in the previous example.
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=# SELECT * FROM gptext.commit_index('demo.twitter.message');
commit_index
-------------t
(1 row)
=# SELECT * FROM gptext.commit_index('demo.wikipedia.articles');
commit_index
-------------t
(1 row)

The gptext.commit_index() function commits any new data added to or deleted from the index since the last commit.

Managing GPText Indexes
GPText provides command-line utilities and functions you can use to perform these GPText management tasks:
Configuring an index
Optimizing an index
Specifying a distribution policy with SCATTER BY
Deleting from an index
Dropping an index
Adding a field to an index
Dropping a field from an index
Listing all indexes

Configuring an index
You can modify your indexing behavior globally by using the gptext-config utility to edit a set of index configuration files. The files you can edit with
gptext-config are:
solrconfig.xml

– Contains most of the parameters for configuring Solr itself (see http://wiki.apache.org/solr/SolrConfigXml

managed-schema

– Defines the analyzer chains that Solr uses for various different types of search fields (see Text Analyzer Chains).

stopwords.txt

– Lists words you want to eliminate from the final index.

protwords.txt

– Lists protected words that you do not want to be modified by the analyzer chain. For example, iPhone.
– Lists words that you want replaced by synonyms in the analyzer chain.

synonyms.txt
elevate.xml

).

– Moves specific words to the top of your final index.

emoticons.txt

– Defines emoticons for the text_sm social media analyzer chain. (see The emoticons.txt file).

You can also use gptext-config to move files.

Optimizing an index
The function gptext.optimize_index(<index_name>, <max_segments>) merges all segments into a small number of segments ( <max_segments> ) for increased
efficiency.
Example:
=# SELECT * FROM gptext.optimize_index('demo.wikipedia.articles', 10);
optimize_index
---------------t
(1 row)

Specifying a distribution policy with SCATTER BY
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The first parameter of gptext.index() is a table-valued expression, such as TABLE(SELECT * FROM

. The query in this parameter must have

wikipedia.articles)

the same distribution policy as the table you are indexing so that documents added to the index are associated with the correct Greenplum Database
segments. Some queries, however, have no distribution policy or they have a different distribution policy. This could happen if the query is a join of two or
more tables or a query on an intermediate (staging) table that is distributed differently than the base table for the index.
To specify a distribution policy for a query result set, the Greenplum Database SELECT statement has a “SCATTER BY” clause.
TABLE(SELECT * FROM wikipedia.articles SCATTER BY <distrib_id>)

where distrib_id is the same distribution key used to distribute the base table for the index.

Deleting from an index
You can delete from an index using a query with the function gptext.delete(<index_name>, <query>) . This deletes from the index all documents that match the
search query. To delete all documents, use the query '*' .
After a successful deletion, execute gptext.commit_index(<index_name>) to commit the change.
This example deletes all documents containing "toxin" in the default search field.
=# SELECT * FROM gptext.delete('demo.wikipedia.articles', 'toxin');
delete
-------t
(1 row)
SELECT * FROM gptext.commit_index('demo.wikipedia.articles');

Example that deletes all documents from the index:
SELECT * FROM gptext.delete('demo.wikipedia.articles', '*:*');

Be sure to commit changes to the index after deleting documents.
SELECT * FROM gptext.commit_index('demo.wikipedia.articles');

Dropping an index
You can completely remove an index with the gptext.drop_index(<index_name>) function.
Example:
SELECT * FROM gptext.drop_index('demo.wikipedia.articles');

Adding a field to an index
You can add a field to an existing index using the gptext.add_field() function. For example, you can add a field to the index after a column is added to the
underlying database table or you can add a field to index a column that was not specified when the index was created.
GPText maps the Greenplum Database field type to an equivalent Solr data type automatically. See GPText and Solr Data Type Mappings for a table of
data type mappings.
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CREATE TABLE myarticles (
id int8 primary key,
date_time timestamptz,
title text,
content text,
refs text
) DISTRIBUTED BY (id);
SELECT * FROM gptext.create_index('wikipedia', 'myarticles', 'id', 'content', true);
... populate the index ...
SELECT * FROM gptext.commit_index('demo.wikipedia.myarticles');
ALTER TABLE myarticles ADD notes text;
SELECT * FROM gptext.add_field('demo.wikipedia.myarticles', 'notes', false, false);
SELECT * FROM gptext.reload_index('demo.wikipedia.myarticles');

Adding a field to a GPText index requires the base table to be available. If you drop the table after creating the index, you cannot add fields to the index.

Dropping a field from an index
You can drop a field from an existing index with the gptext.drop_field() function. After you have dropped fields, call gptext.reload_index() to reload the index.
Example:
SELECT * FROM gptext.drop_field('demo.wikipedia.myarticles', 'notes');
SELECT * FROM gptext.reload_index('demo.wikipedia.myarticles');

Listing all indexes
You can list all indexes in the GPText cluster using the gptext-state command-line utility. For example:
$ gptext-state -D
20170822:10:11:23:029752 gptext-state:gpsne:gpadmin-[INFO]:-Execute GPText state ...
20170822:10:11:23:029752 gptext-state:gpsne:gpadmin-[INFO]:-Check zookeeper cluster state ...
20170822:10:11:23:029752 gptext-state:gpsne:gpadmin-[INFO]:-Check GPText cluster status...
20170822:10:11:23:029752 gptext-state:gpsne:gpadmin-[INFO]:-Current GPText Version: 2.1.2
20170822:10:11:24:029752 gptext-state:gpsne:gpadmin-[INFO]:-All nodes are up and running.
20170822:10:11:24:029752 gptext-state:gpsne:gpadmin-[INFO]:-----------------------------------------------20170822:10:11:24:029752 gptext-state:gpsne:gpadmin-[INFO]:-Index state details.
20170822:10:11:24:029752 gptext-state:gpsne:gpadmin-[INFO]:-----------------------------------------------20170822:10:11:24:029752 gptext-state:gpsne:gpadmin-[INFO]:- database index name
state
20170822:10:11:24:029752 gptext-state:gpsne:gpadmin-[INFO]:- wikipedia demo.wikipedia.articles Green
20170822:10:11:28:029752 gptext-state:gpsne:gpadmin-[INFO]:-Done.

Storing Field Content in an Index
Solr can store the contents of columns in the index so that results of a search on the index can include the column contents. This makes it unnecessary to
join the search query results with the original table. You can even store the contents of database columns that are not indexed and return that content
with search results. GPText returns the additional field content in a buffer added to the search results. Individual fields can be retrieved from this buffer
using the gptext.gptext_retrieve_field() , gptext.gptext_retrieve_field_int() , and gptext.gptext_retrieve_field_float() functions.
One design pattern is to store content for all of a table’s columns in the GPText index so the database table can then be truncated or dropped. Additional
documents can be added to the GPText index later by inserting them into the truncated table, or into a temporary table with the same structure, and then
adding them to the index with the gptext.index() function.
To enable storing content in a GPText index, you must edit the managed-schema file for the index. The <field> element for each field has a stored attribute,
which defaults to false, except for the unique id field.
Follow these steps to configure the demo.wikipedia.articles index to store content for the title , content , and refs columns.
1. Log into the master as gpadmin and use gptext-config to edit the managed-schema file.
$ gptext-config -i demo.wikipedia.articles -f managed-schema
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2. Find the <field> elements for the columns you want to store in the index. Note that <field> elements with names beginning with an underscore are
internal fields and should not be modified. The “title”, “content”, and “refs” fields in this example are indexed, but not stored.
<field name="__temp_field" type="intl_text" indexed="true" stored="false" multiValued="true"/>
<field name="_version_" type="long" indexed="true" stored="true"/>
<field name="id" stored="true" type="long" indexed="true"/>
<field name="__pk" stored="true" indexed="true" type="long"/>
<field name="title" stored="false" type="text" indexed="true"/>
<field name="content" stored="false" type="text" indexed="true"/>
<field name="refs" stored="false" type="text" indexed="true"/>

3. For each field you want to store in the index, change the stored attribute from "false" to "true" .
<field name="title" stored="true" type="text" indexed="true"/>
<field name="content" stored="true" type="text" indexed="true"/>
<field name="refs" stored="true" type="text" indexed="true"/>

4. Save the file and, if any documents were already added to the index, reindex the table.
See Retrieving Stored Field Content for information about retrieving the stored content with GPText query results.
For more about the contents of the managed-schema file and additional ways to customize GPText indexes see Customizing GPText Indexes.

Creating a GPText index for a Greenplum Database partitioned table
Creating a GPText index for a partitioned Greenplum Database table using gptext.create_index() is the same as creating an index for a non-partitioned table.
You must supply the name of the root partition, however; if you attempt to create a GPText index for a child partition, the gptext.create_index() function
issues an error message.
GPText recognizes a partitioned table and adds a __partition field to the index. Then when you add documents to the index, GPText saves the child
partition table name in the __partition field. You can use the __partition field to create GPText queries that search and filter by partition.
Unlike Greenplum Database, which manages child partitions as separate database tables, GPText does not create a separate Solr collection for each
database partition because the larger number of Solr cores could adversely affect the capacity and performance of the Solr cluster.
The demo.twitter.message table created in the Setting Up the Sample Database section is a partitioned table. See Searching Partitioned Tables for examples
of searching partitions.

Adding and dropping partitions from GPText indexes
You can add new partitions to, and drop partitions from, Greenplum Database partitioned tables. If you have created a GPText index on a partitioned
table, when you add or drop partitions in the base database table, you must perform a parallel GPText index operation.
When a new partition is added, the partition can be indexed once the data is in place. You can select rows directly from the newly added child partition
table to index the data. First, use the gptext.partition() status function to find the names of child partition tables.
=# SELECT * FROM gptext.partition_status('demo.twitter.message');
partition_name
| inherits_name | level |
cons
------------------------------------+----------------------+-------+-----------------------------------------------------------------------------------------------------------------------------------------demo.twitter.message_1_prt_1
| demo.twitter.message | 1 | ((created_at >= '2011-08-01 00
:00:00'::timestamp without time zone) AND (created_at < '2011-09-01 00:00:00'::timestamp without ti
me zone))
demo.twitter.message_1_prt_2
| demo.twitter.message | 1 | ((created_at >= '2011-09-01 00
:00:00'::timestamp without time zone) AND (created_at < '2011-10-01 00:00:00'::timestamp without ti
me zone))
demo.twitter.message_1_prt_3
| demo.twitter.message | 1 | ((created_at >= '2011-10-01 00
:00:00'::timestamp without time zone) AND (created_at < '2011-11-01 00:00:00'::timestamp without ti
me zone))
demo.twitter.message_1_prt_4
| demo.twitter.message | 1 | ((created_at >= '2011-11-01 00
:00:00'::timestamp without time zone) AND (created_at < '2011-12-01 00:00:00'::timestamp without ti
me zone))
demo.twitter.message_1_prt_dec2011 | demo.twitter.message | 1 | ((created_at >= '2011-12-01 00
:00:00'::timestamp without time zone) AND (created_at < '2112-01-01 00:00:00'::timestamp without ti
me zone))
(5 rows)
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In the example above, a new partition with the name twitter.message_1_prt_dec2011 was added to the demo.twitter.message table. The following statements add
the data from the new partition to the GPText index and commit the changes.
=# SELECT * FROM gptext.index(TABLE(SELECT * FROM twitter.message_1_prt_dec2011), 'demo.twitter.message');
dbid | num_docs
------+---------3|
109
2|
128
(2 rows)
=# SELECT * FROM gptext.commit_index('demo.twitter.message');
commit_index
-------------t
(1 row)

The name of the new child partition file (excluding the database and schema names) is saved in the __partition field in the index.
When a partition is deleted from a partitioned table, the data from the partition can be deleted from the GPText index by specifying the partition name in
the <search> argument of the gptext.delete() function. Be sure to commit the index after deleting the partition.
=# SELECT * FROM gptext.delete('demo.twitter.message', '__partition:message_1_prt_dec2011');
delete
-------t
(1 row)
=# SELECT * FROM gptext.commit_index('demo.twitter.message');
commit_index
-------------t
(1 row)
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Querying GPText Indexes
To retrieve data, you submit a query that performs a search based on criteria that you specify. Simple queries return straight-forward results. You can use
the default query parser, or specify a different query parser at query time.

Creating a Simple Search Query
After a Solr index is committed, you can run queries with the gptext.search() function, which has this syntax:
gptext.search(<src_table>, <index_name>, <search_query>, <filter_queries>[, <options>])

The <search_query> argument is a text value that contains a Solr query. The <filter_queries> argument is an array of queries that restrict the set of
documents to search.
The default Solr Standard Query Parser has a rich query syntax that includes wildcard characters, Boolean operators, proximity and range searches, and
fuzzy searches. See The Standard Query Parser  at the Solr website for examples.
Solr has additional query processors that you can specify in the <search_query> argument to access additional features. The GPText Universal Query
Parser, gptextqp , allows queries that mix features from all of the supported query parsers.
See Selecting a Query Parser for a list of the supported query parsers and how to request them in your queries. See Using the Universal Query Parser for
examples using the GPText Universal Query Parser.
The following sections show how to use the gptext.search() function, including example queries that demonstrate Solr search features.

An AND search example with top 5 results
This search finds documents in the wikipedia.articles index that contain both search terms “solar” and “battery”. The 'rows=5' argument is a Solr option
that specifies the top 5 results are to be returned from each segment. In a Greenplum Database cluster with two segments, this query returns up to 10
rows.
=# SELECT a.id, a.date_time, a.title, q.score
FROM wikipedia.articles a,
gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'solar AND battery', null, 'rows=5') q
WHERE q.id::int8 = a.id
ORDER BY score DESC;
id |
date_time
|
title
| score
----------+------------------------+---------------------+----------13690575 | 2017-08-24 02:34:00-05 | Solar power
| 2.7128658
2008322 | 2017-08-05 02:09:00-05 | Vehicle-to-grid | 2.5810153
4711003 | 2017-08-10 18:56:00-05 | Osmotic power
| 2.2073007
25784 | 2017-08-26 07:10:00-05 | Renewable energy | 2.1295567
213555 | 2017-08-27 12:48:00-05 | Solar updraft tower | 2.0210648
27743 | 2017-08-20 15:56:00-05 | Solar energy
| 1.6916461
608623 | 2017-08-27 03:56:00-05 | Ethanol fuel
| 1.4619896
(7 rows)

See Solr options for more about Solr options.

An OR search example with top 5 results
By using the OR keyword, this search matches more documents than the AND example. The total number of rows returned is limited by the rows=5 Solr
option.

© Copyright Pivotal Software Inc, 2013-2017

30

2.2.0

=# SELECT a.id, a.date_time, a.title, q.score
FROM wikipedia.articles a,
gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'solar OR battery', null, 'rows=5') q
WHERE q.id::int8 = a.id
ORDER BY score DESC;
id |
date_time
|
title
| score
---------+------------------------+---------------------+----------2008322 | 2017-08-05 02:09:00-05 | Vehicle-to-grid | 2.5810153
25784 | 2017-08-26 07:10:00-05 | Renewable energy | 2.1295567
2120798 | 2017-01-28 00:59:00-06 | Lithium economy | 2.0416002
213555 | 2017-08-27 12:48:00-05 | Solar updraft tower | 2.0210648
27743 | 2017-08-20 15:56:00-05 | Solar energy
| 1.6916461
608623 | 2017-08-27 03:56:00-05 | Ethanol fuel
| 1.4619896
533423 | 2017-08-28 00:52:00-05 | Solar water heating | 1.0239072
2988035 | 2017-03-12 06:39:00-05 | Vortex engine
| 0.9519546
113728 | 2017-08-15 09:59:00-05 | Geothermal energy | 0.6801035
55017 | 2017-08-28 19:24:00-05 | Fusion power
| 0.6432224
(10 rows)

Search non-default fields
A GPText index has a default search column, specified when the index is created with the gptext.create_index() function. If you have included additional
columns to index, you can reference them in your queries. This query searches for documents with the word “solar” in the title column.
=# SELECT a.id, a.date_time, a.title, q.score
FROM wikipedia.articles a,
gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'title:solar', null, null) q
WHERE q.id::int8 = a.id
ORDER BY score DESC;
id |
date_time
|
title
| score
----------+------------------------+---------------------+----------13690575 | 2017-08-24 02:34:00-05 | Solar power
| 1.6547729
27743 | 2017-08-20 15:56:00-05 | Solar energy
| 1.6547729
533423 | 2017-08-28 00:52:00-05 | Solar water heating | 1.1132113
213555 | 2017-08-27 12:48:00-05 | Solar updraft tower | 1.1132113
(4 rows)

This example finds documents where the title column matches “Solar power” or “Solar energy”.
=# SELECT a.id, a.date_time, a.title, q.score
FROM wikipedia.articles a,
gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'title:(solar AND (power OR energy))', null, null) q
WHERE q.id::int8 = a.id;
id |
date_time
| title | score
----------+------------------------+--------------+----------27743 | 2017-08-20 15:56:00-05 | Solar energy | 3.3095458
13690575 | 2017-08-24 02:34:00-05 | Solar power | 2.9718256
(2 rows)

This example searches for articles that have “photosynthesis” in the content column but that do not have “solar” in the title column.
=# SELECT a.id, a.date_time, a.title, q.score
FROM wikipedia.articles a,
gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'photosynthesis and -title:solar', null, null) q
WHERE q.id::int8 = a.id
ORDER BY score DESC;
id |
date_time
|
title
| score
----------+------------------------+------------------+----------25784 | 2017-08-26 07:10:00-05 | Renewable energy | 2.9720955
53716476 | 2017-08-28 20:40:00-05 | Seaweed fuel | 1.4240221
14205946 | 2017-08-28 08:46:00-05 | Algae fuel
| 1.3022419
608623 | 2017-08-27 03:56:00-05 | Ethanol fuel | 0.7614042
(4 rows)

Filtering search results
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A filter query applies filters to the results returned by the query. The <filter_queries> argument of the gptext.search() function is an array, so you can apply
multiple filters to the search results.
The following example finds articles that have the word “nuclear” in the content column and then applies two filter queries to remove articles that have
“solar” in the title column and articles that do not have “power” in the title column.
=# SELECT a.id, a.date_time, a.title, q.score
FROM wikipedia.articles a,
gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'nuclear', '{-title:solar,title:power}', null) q
WHERE q.id::int8 = a.id
ORDER BY score DESC;
id |
date_time
|
title
| score
----------+------------------------+------------------+-----------14090587 | 2017-08-14 14:00:00-05 | Low-carbon power | 1.1897897
55017 | 2017-08-28 19:24:00-05 | Fusion power | 1.1753609
13021878 | 2017-08-09 05:03:00-05 | Geothermal power | 0.99499804
(3 rows)

The following example searches the demo.twitter.message table for messages that contain the text “iphone” and either “hate” or “love” and filters for
authors who specified English language in their twitter profile.
=# SELECT t.id, q.score, t.author_screen_name, t.message_text
FROM twitter.message t,
gptext.search(TABLE(SELECT * FROM twitter.message), 'demo.twitter.message',
'(iphone AND (hate OR love))', '{author_lang:en}', 'rows=5') q
WHERE t.id = q.id::int4
ORDER BY score DESC;
id | score | author_screen_name |
message_text
----------+-----------+--------------------+----------------------------------------------------------------------------------------------------------19424811 | 3.446217 | kennediiscool
| I hate
: iPhones:
20663075 | 2.9209785 | Hi_imMac
n iPhones !!!!!!!!!
20042822 | 2.9209785 | renadrian
20759274 | 2.5128412 | SteLala

| RT @indigoFKNvanity: I hate the auto correct o
| @KDMC23 ohhhh!!! I hate Iphone Talk!
| Dropped frutopia on

: My phone... #ciaowaterdamage I hate iPhones.
19416451 | 2.1448703 | ShayFknShay
| I'm in love with my new iPhone(:
20350436 | 2.102924 | mahhnamestj
| I absolutely love how fast this phone works. L
ove the iPhone.
19284329 | 1.9478481 | popolvuhplaya
| #nowplaying on my iPhone: Daft Punk - "Digital
Love"
19714120 | 1.9478481 | BipolarBearApp | @ayee_Eddy2011 I love pancakes too! #iPhone #
app
20257190 | 1.6903389 | alasco
| Love my #iphone - only problem now? I want an
#Ipad!
20473459 | 1.379696 | ArniBella
| i love my iphone4 but I'm excited to see what
the iphone5 has to offer #gadgets #iphone #apple #technology
(10 rows)

Creating Faceted Search Queries
Faceting breaks query results into multiple categories with a count of the number of documents in the index for each category. There are three GPText
faceted search functions:
gptext.faceted_field_search()

– the categories are the values of one or more fields in GPText index.

gptext.faceted_query_search()

– the categories are a list of search queries.

gptext.faceted_range_search()

– the categories are a list of ranges calculated from minimum value, maximum value, and the size of the range

(gap).



The examples in this section use the store.products table. See Setting Up the Demo Database for commands to create and load data into this table.
After the table is created and the data loaded, create the GPText index, index the data, and then commit the index as shown in this example.
=# SELECT * FROM gptext.create_index('store', 'products',
'{id, title, category, brand, price}',
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'{int, text_intl, string, string, float}',
'id', 'title');
=# SELECT * FROM gptext.index(TABLE(SELECT * FROM store.products),
'demo.store.products');
dbid | num_docs
------+---------2 |
25
3 |
25
(2 rows)
=# SELECT * FROM gptext.commit_index('demo.store.products');
commit_index
-------------t
(1 row)

Faceting on Fields
With the gptext.faceted_field_search() function, the categories are values of one or more fields in the index. Here is the syntax for the gptext.faceted_field_search()
function:
gptext.faceted_field_search(<index_name>, <query>, <filter_queries>,
<facet_fields>, <facet_limit>, <minimum>[, <options>])

<index_name>
<query>

is the name of the GPText index with fields to facet.

is a search query that selects the set of documents to be faceted. To facet all documents in the index specify '*:*' .

<filter_queries> is an array of queries that filter documents from the set returned by the <query> , or null if none. Only documents that match all queries
in the list are included in the counts.
<facet_fields>
<facet_limit>
<minimum>

is an array of index fields to facet.
is the maximum number of results to report for any one category. Use -1 to report all results.

is the minimum number of results a category must have in order to be included in the results.

This example facets all documents in the demo.store.products index on the category field.
=# SELECT * FROM gptext.faceted_field_search(
'demo.store.products', '*:*', null, '{category}', -1, 1);
field_name | field_value | value_count
------------+--------------+------------category | Pot
|
11
category | Desktops |
10
category | Tablets
|
8
category | Monitors |
7
category | Tent
|
6
category | Luggage
|
5
category | Sleeping Bag |
3
(7 rows)

This example facets all documents on two fields, category and brand . Only facets with a count of 2 or more are included in the results.
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=# SELECT * FROM gptext.faceted_field_search(
'demo.store.products', '*:*', null, '{category, brand}', -1, 2);
field_name | field_value | value_count
------------+----------------+------------brand
| ASUS
|
7
brand
| Dell
|
5
brand
| HP
|
4
brand
| Samsung
|
4
brand
| Apple
|
2
brand
| Utopia Kitchen |
2
brand
| Big Agnes
|
2
brand
| Yaheetech
|
2
brand
| Kelty
|
2
brand
| Huawei
|
2
category | Pot
|
11
category | Desktops
|
10
category | Tablets
|
8
category | Monitors
|
7
category | Tent
|
6
category | Luggage
|
5
category | Sleeping Bag |
3
(17 rows)

The next example uses a filter query to facet the brand field for just the 10 documents with category “Desktops”.
=# SELECT * FROM gptext.faceted_field_search(
'demo.store.products', '*:*', '{category:Desktops}', '{brand}', -1, 1);
field_name | field_value | value_count
------------+-------------+------------brand
| Dell
|
5
brand
| ASUS
|
3
brand
| HP
|
2
(3 rows)

Faceting on search queries
With the faceted_query_search() function, the categories are GPText search queries. The counts are a report of the numbers of documents that match each
search query. Here is the syntax for the faceted_field_search() function:
gptext.faceted_query_search(<index_name>, <query>, <filter_queries>, <facet_queries>);

<index_name>
<query>

is the name of the GPText index with fields to facet.

is a search query that selects the set of documents to be faceted. To facet all documents in the index specify '*:*' .

<filter_queries> is an array of queries that filter documents from the set returned by the <query> , or null if none. Only documents that match all queries
in the list are included in the counts.
<facet_queries>

is an array of search queries. Each query in the array is a category in the results.

This example reports the number of documents that contain “windows”, “intel”, and both “windows” and “intel” in the default search column ( title ).
=# SELECT * FROM gptext.faceted_query_search(
'demo.store.products', '*:*', null,
'{windows, intel, windows AND intel}');
query_name | value_count
-------------------+------------intel
|
7
windows
|
4
windows AND intel |
2
(3 rows)

The facet queries in this example are Solr range queries that define four custom ranges over the price field.
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=# SELECT * FROM gptext.faceted_query_search(
'demo.store.products', '*:*', null,
'{price:[* TO 200],price:[201 TO 250],price:[251 TO 300],price:[301 TO *]}');
query_name | value_count
--------------------+------------price:[201 TO 250] |
2
price:[251 TO 300] |
2
price:[301 TO *] |
11
price:[* TO 200] |
35
(4 rows)

Faceting on Ranges
The gptext.faceted_range_search() function facets a single field in the GPText index into ranges specified with start, end, and gap values. The faceted field must
be a numeric type.
gptext.faceted_range_search(<index_name>, <query>, <filter_queries>,
<field_name>, <range_start>, <range_end>, <range_gap>, <options>)

<index_name>
<query>

is the name of the GPText index with fields to facet.

is a search query that selects the set of documents to be faceted. To facet all documents in the index specify '*:*' .

<filter_queries> is an array of queries that filter documents from the set returned by the <query> , or null if none. Only documents that match all queries
in the list are included in the results.
<field_name>

is the name of the field to facet. The field must have numeric content. The calculated ranges will have the same data type as the field.

<range_start>

is the smallest value of the first range category.

<range_limit>

is the highest value of the top range.

<range_gap>
<options>

is the size of each range category.

is an optional string containing Solr query options.

This range search example facets the price field into ranges between 0 and 1200 with a gap of 100. The range_value column in the results is a text value, so
the ORDER BY clause casts the value to a float type.
=# SELECT * from gptext.faceted_range_search(
'demo.store.products', '*:*', null, 'price', '0', '1200', '100')
ORDER BY range_value::float;
field_name | range_value | value_count
------------+-------------+------------price
| 0.0
|
23
price
| 100.0
|
12
price
| 200.0
|
4
price
| 300.0
|
6
price
| 400.0
|
0
price
| 500.0
|
1
price
| 600.0
|
1
price
| 700.0
|
1
price
| 800.0
|
0
price
| 900.0
|
1
price
| 1000.0
|
0
price
| 1100.0
|
1
(12 rows)

Highlighting Search Terms in Query Results
Highlighting inserts markup tags before and after each occurrence of the search terms in a query. For example, if the search term is “iphone”, each
occurrence of “iphone” in the field is marked up:
<em>iphone</em>

You can change the default markup strings from <em> and </em> by setting the gptext.hl_pre_tag and gptext.hl_post_tag server configuration options.
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There are two ways to highlight search terms, depending on whether the field to be marked up is stored in the GPText index.
If the field is indexed, but not stored, you must join the search results with the database table and use the gptext.highlight() function to apply markup
tags to the column data.
If the field is indexed and stored, Solr can apply the markup tags and return the marked-up field in the results of the search query. This is the same way
highlighting works for GPText external indexes. (See Highlighting External Index Search Results.) Using this method with regular GPText indexes
requires modifying the solrconfig.xml configuration file for the index.

Highlighting Terms with gptext.highlight()
To use gptext.highlight() the index must have been created with terms enabled for the columns that are to be highlighted. Use gptext.enable_terms() to enable
term vectors and then reindex the data if it was already indexed. See gptext.enable_terms() in the GPText Function Reference.
This example enables terms for the message_text field in the demo.twitter.message index, reindexes the data, and commits the changes to the index:
=# SELECT * FROM gptext.enable_terms('demo.twitter.message', 'message_text');
=# SELECT * FROM gptext.index(TABLE (SELECT * FROM twitter.message), 'demo.twitter.message');
=# SELECT * FROM gptext.commit_index('demo.twitter.message');

 Warning: Highlighting adds overhead to the query, including index space, indexing time, and search time.
The gptext.highlight() syntax is:
gptext.highlight(<column_data>, <column_name>, <offsets>)

The <column_data> argument contains the text data that will be marked up with highlighting tags.
The <column_name> argument is the name of the corresponding table column.
The <offsets> argument is a GPText hstore type that contains key-value pairs that specify the locations of the search term in the text data. This value is
constructed by the gptext.search() function when highlighting is enabled. The key contains the column name and the value is a comma-separated list of
offsets where the data appears.
To enable highlighting in a gptext.search() query, add the hl and hl.fl options in the <options> argument:
hl=true&hl.fl=<field1>,<field2>

Setting the hl=true option enables highlighting for the search. The hl.fl option specifies a list of the field names to highlight.
This example returns up to five rows from each segment with the text “iphone” highlighted in the message_text field.
=# SELECT t.id, gptext.highlight(t.message_text, 'message_text', s.hs)
FROM twitter.message t,
gptext.search(TABLE(SELECT 1 SCATTER BY 1),
'demo.twitter.message', '{!gptextqp}iphone', null,
'rows=5&hl=true&hl.fl=message_text' ) s
WHERE t.id = s.id::int8;
id |
highlight
----------+-------------------------------------------------------------------------------------------------------------------20473459 | i love my iphone4 but I'm excited to see what the iphone5 has to offer #gadgets #
<em>iphone</em> #apple #technology
19424811 | I hate
: <em>iPhones</em>:
20663075 | RT @indigoFKNvanity: I hate the auto correct on <em>iPhones</em> !!!!!!!!!
20350436 | I absolutely love how fast this phone works. Love the <em>iPhone</em>.
20042822 | @KDMC23 ohhhh!!! I hate <em>Iphone</em> Talk!
19714120 | @ayee_Eddy2011 I love pancakes too! #<em>iPhone</em> #app
19284329 | #nowplaying on my <em>iPhone</em>: Daft Punk - "Digital Love"
19416451 | I'm in love with my new <em>iPhone</em>(:
20257190 | Love my #<em>iphone</em> - only problem now? I want an #Ipad!
20759274 | Dropped frutopia on
: My phone... #ciaowaterdamage I hate <em>iPhones</em>.
(10 rows)
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Highlighting Terms in Stored Fields
If the field to be highlighted is stored in the index, Solr can return the field in the search results with markup tags applied. The gptext.highlight() function is
not used and it is not necessary to enable terms for the field. This is the default behavior for GPText external indexes, but for regular GPText indexes you
must enable it by editing the solrconfig.xml configuration file for the index.
1. Use the gptext-config utility to open the solrconfig.xml configuration file for the index in the editor. . $ gptext-config -i demo.twitter.message -f solrconfig.xml
2. Search for <!-- Search Components --> and add the following element.
<searchComponent class="solr.HighlightComponent" name="highlight" />

3. Search for <requestHandler name="/select" class="solr.SearchHandler"> . In the <arr name="components"> child element, change <str>termoffsets</str> to
<str>highlight</str> . The complete <requestHandler> entry should be:
<requestHandler name="/select" class="solr.SearchHandler">
<!-- default values for query parameters can be specified, these
will be overridden by parameters in the request
-->
<lst name="defaults">
<str name="echoParams">explicit</str>
<int name="rows">10</int>
<str name="df">message_text</str>
</lst>
<arr name="components">
<str>query</str>
<str>facet</str>
<str>mlt</str>
<str>highlight</str>
<str>stats</str>
<str>debug</str>
</arr>
</requestHandler>

4. Save your changes.
5. Update the field definitions in the managed-schema configuration file to store the fields that will be highlighted. See Storing Additional Fields in an
Index for instructions. Be sure to reindex the data after changing storage options.
The following query searches the message_text field for messages containing the text “iphone” and highlights “iphone” in the text returned in the hs
column.
=# SELECT * FROM gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.twitter.message',
'{!gptextqp}iphone', null, 'rows=5&hl=true&hl.fl=message_text');
id | score |
hs
| rf
----------+-----------+----------------------------------------------------------------------------------------------------------------------------------------+---19284329 | 0.8176138 | {"columnValue":[{"name":"message_text","value":"#nowplaying on my \u003cem\u003eiPhone
\u003c/em\u003e: Daft Punk - \"Digital Love\""}]} |
19416451 | 0.9003142 | {"columnValue":[{"name":"message_text","value":"I'm in love with my new \u003cem\u003e
iPhone\u003c/em\u003e(:"}]}
|
19424811 | 1.0051261 | {"columnValue":[{"name":"message_text","value":"I hate\n\u003cem\u003eiPhones\u003c/em
\u003e:"}]}
|
20042822 | 0.8519347 | {"columnValue":[{"name":"message_text","value":"I hate \u003cem\u003eIphone\u003c/em\u
003e Talk!"}]}
|
(4 rows)

You can use the gptext.gptext_retrieve_field() function to extract the highlighted text from the columnValue array in the hs column. Compare the previous
results to the results from this query.
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=# SELECT id, score, gptext.gptext_retrieve_field(hs, 'message_text') message_text
FROM gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.twitter.message',
'{!gptextqp}iphone', null, 'rows=5&hl=true&hl.fl=message_text');
id | score |
message_text
----------+------------+-------------------------------------------------------------------------------------------------------------------19424811 | 1.0051261 | I hate
: <em>iPhones</em>:
20042822 | 0.8519347 | I hate <em>Iphone</em> Talk!
20350436 | 0.7387052 | Love the <em>iPhone</em>.
20473459 | 0.59349346 | i love my iphone4 but I'm excited to see what the iphone5 has to offer #gadgets #<em>
iphone</em> #apple #technology
20663075 | 0.8519347 | RT @indigoFKNvanity: I hate the auto correct on <em>iPhones</em> !!!!!!!!!
19284329 | 0.8176138 | #nowplaying on my <em>iPhone</em>: Daft Punk - "Digital Love"
19416451 | 0.9003142 | I'm in love with my new <em>iPhone</em>(:
19714120 | 0.8176138 | #<em>iPhone</em> #app
20257190 | 0.7095236 | Love my #<em>iphone</em> - only problem now? I want an #Ipad!
20759274 | 0.7095236 | #ciaowaterdamage I hate <em>iPhones</em>.
(10 rows)```

## <a id="search_partitions"></a>Searching Partitioned Tables

A GPText index for a partitioned Greenplum Database table has a `__partition` field that contains the name of the child partition. When you query the index, you can use the `__partition` field to restrict the partitions to search
Search all partitions in an index by calling `gptext.search()` with the root partition name:
``` sql
=# SELECT *
FROM gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.twitter.message',
'{!gptextqp} blackberry', null, null);
id | score | hs | rf
-----------+-----------+----+---71559892 | 5.670539 | |
127444971 | 5.1496587 | |
127024083 | 5.1496587 | |
65596365 | 4.4688635 | |
79177658 | 4.4688635 | |
78934938 | 4.4688635 | |
111566417 | 4.4688635 | |
65058966 | 3.5941496 | |
92240815 | 5.212467 | |
38424415 | 4.730712 | |
96811329 | 4.730712 | |
146782767 | 4.730712 | |
41409575 | 4.1019597 | |
104198393 | 4.1019597 | |
86943734 | 3.2956126 | |
89120464 | 3.2956126 | |
153181836 | 3.2956126 | |
139227011 | 3.2956126 | |
20664699 | 2.8236253 | |
(19 rows)

You can search a single partition by calling gptext.search() with the child partition name. Use the gptext.index_status(<index_name>) function to see the
partition names. For example:
=# SELECT partition_name, level
FROM gptext.partition_status('demo.twitter.message');
partition_name
| level
------------------------------+------demo.twitter.message_1_prt_1 | 1
demo.twitter.message_1_prt_2 | 1
demo.twitter.message_1_prt_3 | 1
demo.twitter.message_1_prt_4 | 1
(4 rows)

This example searches only the demo.twitter.message_1_prt_3 partition:
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=# SELECT *
FROM gptext.search(TABLE(SELECT 1 SCATTER BY 1),
'demo.twitter.message_1_prt_3', '{!gptextqp} blackberry', null);
id | score
-----------+----------71559892 | 5.670539
79177658 | 4.4688635
78934938 | 4.4688635
111566417 | 4.4688635
92240815 | 5.212467
96811329 | 4.730712
104198393 | 4.1019597
86943734 | 3.2956126
89120464 | 3.2956126
(9 rows)

You can also specify a partition name or a range of partitions in the query filter argument of the gptext.search() function. This example searches the
partitions between message_1_prt_2 and message_1_prt_4 .
=# SELECT *
FROM gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.twitter.message', 'android',
'{''[__partition:[message_1_prt_2 TO message_1_prt_4]''}');
id | score
-----------+----------42474603 | 5.770868
95666225 | 5.670539
68701747 | 4.4688635
56900818 | 4.4688635
111566417 | 4.4688635
120764432 | 4.4688635
115326522 | 4.4688635
67269000 | 3.5941496
99959486 | 6.413594
104293903 | 3.1360807
(10 rows)

Retrieving Stored Field Content
A GPText index does not, by default, store the contents of database columns in the index, with the exception of the unique id column. When you search
the index, you must join the search results with the original database table on the id column in order to access other table columns.
You can configure a GPText index to store content of fields when documents are indexed. The additional stored fields can be returned with the search
results so that it is unnecessary to join with the database original table. For some applications, you can even delete data from the database table or drop
the table after the data has been added to the index.
Retrieve the additional field values in a GPText search by specifying a list of fields in the gptext.search() options argument. In this example, the
demo.wikipedia.articles index has been configured to store the content , title , and refs fields, in addition to the id field. See Storing Field Content in an
Index for instructions to edit the managed-schema file to store these additional fields. In the option argument, the Solr fl parameter requests that

contents of the id and title fields be included in the results.
=# SELECT *
FROM gptext.search (TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'+grid +economy', null, 'fl=id,title&rows=2');
id | score | hs |
rf
---------+-----------+----+--------------------------------------------------------------------------------------------------------533423 | 2.4593863 | | column_value { name: "id" value: "533423" } column_value { nam
e: "title" value: "Solar water heating" }
7906908 | 2.0646634 | | column_value { name: "id" value: "7906908" } column_value { na
me: "title" value: "Biomass" }
27743 | 1.823319 | | column_value { name: "id" value: "27743" } column_value { name
: "title" value: "Solar energy" }
113728 | 1.2235354 | | column_value { name: "id" value: "113728" } column_value { nam
e: "title" value: "Geothermal energy" }
(4 rows)

To retrieve all fields stored in the index, use the * wildcard for the field list: 'fl=*' .
In the results, the requested fields are packed into an field named rf added to the results. The rf field is a text value containing a structure with the
following format:
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column_value { name: "<field1_name>" value: "<field1_value>"}
[column_value { name: "<field2_name>" value: "<field2_value>"}] ...

The GPText function gptext.gptext_retrieve_field(rf,<column_name>) retrieves a single field value by name from this structure as a text value. GPText provides
variations to retrieve the field values as int or float values. If the specified field name does not exist in the rf structure, the function returns NULL .
This example shows how you can use the gptext.gptext_retrieve*() functions to unpack search results into separate result columns.
=# SELECT score,
gptext.gptext_retrieve_field_int(rf, 'id') id,
gptext.gptext_retrieve_field(rf, 'title') title,
substring(gptext.gptext_retrieve_field(rf, 'content'),1,15) content
FROM gptext.search (TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'+grid +economy', null, 'fl=*');
score | id |
title
| content
-----------+----------+---------------------+----------------2.4593863 | 533423 | Solar water heating | '''Solar water
2.0646634 | 7906908 | Biomass
| '''Biomass''' i
2.0444229 | 13690575 | Solar power
| '''Solar power'
1.823319 | 27743 | Solar energy
| '''Solar energy
1.2235354 | 113728 | Geothermal energy | '''Geothermal e
1.0890164 | 14205946 | Algae fuel
| '''Algae fuel''
(6 rows)

Selecting a Query Parser
When you submit a query, Solr processes the query using a query parser. There are several Solr query parsers with different capabilities. For example, the
ComplexPhraseQueryParser can parse wildcards, and the SurroundQueryParser supports span queries—finding words in the vicinity of a search term in a
document.
GPText supports these query parsers:
QParserPlugin
QParserPlugin

, the default GPText query parser. QParserPlugin is a superset of the LuceneQParserPlugin , Solr’s native Lucene query parser.
is a general purpose query parser with broad capabilities. QParserPlugin does not support span queries and handles operator

precedence in an unintuitive manner. The support for field selection is also rather weak. See http://wiki.apache.org/solr/SolrQuerySyntax
ComplexPhraseQueryParser

1604

.

supports wildcards, ORs, ranges, and fuzzies inside phrase queries. See https://issues.apache.org/jira/browse/SOLR-

.

DisMax

(or eDisMax ) handles operator precedence in an intuitive manner and is well-suited for user queries since it is similar to popular search

engines on the web. See Using the DisMax and Extended DisMax Query Processors.
SurroundQueryParser

, supports the family of span queries. See Proximity Search Queries and Surround Query Parser

 in the Apache Solr

Reference Guide.
gptextqp , the GPText Unified Query Parser, can use all of the above query parsers in combination. See Using the Universal Query Parser for more
information.



The default query parser is specified in the requestHandler definitions in solrconfig.xml . You can edit solrconfig.xml with the management utility
gptext-config .

You can specify the query parser to use at query time by setting the Solr defType option in the options argument of the search function or by setting the
type

as a Solr LocalParam embedded in the query.

This query specifies the dismax query parser in the options argument of the gptext.search() function:
=# SELECT a.title, q.score
FROM wikipedia.articles a,
gptext.search(TABLE(SELECT 1 SCATTER BY 1),
'demo.wikipedia.articles', '+hydroelectric -solar', null,
'defType=dismax') q
WHERE a.id = q.id::int8;
title
| score
------------------------+----------Forward osmosis
| 0.9552469
Liquid nitrogen engine | 1.0126935
(2 rows)

The following query uses the ComplexPhraseQueryParser, setting the type parameter in a Solr LocalParam.
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=# SELECT a.title, q.score
FROM wikipedia.articles a,
gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'{!type=complexphrase} sequester AND carbon', null, null) q
WHERE a.id = q.id::int8;
title | score
---------+--------Biomass | 3.83572
(1 row)

In the LocalParam, the type= specifier can be omitted because type is the default parameter:
'{!complexphrase} sequester AND carbon'

Proximity Search Queries
Proximity search queries find documents that have search terms within a specified distance. The distance is measured as the number of term moves that
would be needed to make the terms adjacent.
With the standard query parser, the terms to match are placed in quotes and the distance between them is specified by adding a tilde ~ and an integer
after the closing quote. The following search query finds documents with the terms “solar” and “fossil” within five terms of each other.
=# SELECT t.id, s.score, t.title
FROM wikipedia.articles t,
gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'"solar fossil"~5', null, null) s
WHERE s.id::int8 = t.id;
id | score |
title
----------+------------+-----------------25784 | 0.4855828 | Renewable energy
14090587 | 0.30585092 | Low-carbon power
13690575 | 0.62667537 | Solar power
(3 rows)

The search terms inside the quotes can appear in either order. However, if the terms occur in the opposite order in the document, the distance between
them is one greater than if the terms occur in the specified order.
The Surround query parser

 allows ordered and unordered proximity searches. The W

operator specifies an ordered search and the N operator

specifies an unordered search. The maximum distance between the terms is specified by prefixing the W or N operator with an integer, for example
3W

.

The proximity query can be written with prefix or infix notation.
Prefix notation: '{!surround} 3W(solar, fossil)'
Infix notation: '{!surround} solar 3W
fossil'

Here are some proximity query examples using the Surround query parser.
'{!surround} title:2w(solar, heat)'

Searches the title field for the terms “solar” and “heat” within two terms, and in the specified order. This query uses prefix notation. The N and
W

operators are not case-sensitive.

'{!surround} title:heat 2N solar'

Searches the title field for the terms “heat” and “solar” within two terms, in any order. This query uses infix notation.
'{!surround} title: W(solar, heat)'

Searches the title field for adjacent terms “solar” and “heat”. The default distance is 1, so 1W can be abbreviated to W .



The Surround query parser does not analyze query text like the other query parsers. GPText indexes are by default built with lowercase and
stemming filters, for example, so surround queries containing capital letters or unstemmed terms will return no results.

The wikipedia.articles index contains a document with the title “Solar water heating”. The following example search, however, cannot find it.
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=# SELECT t.id, s.score, t.title
FROM wikipedia.articles t,
gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'{!surround} title: 2w(Solar, heating)', null, null) s
WHERE s.id::int8 = t.id;
id | score | title
----+-------+------(0 rows)

When you rewrite the query to use only lowercase characters and remove the suffix from “heating”, the document is found.
=# SELECT t.id, s.score, t.title
FROM wikipedia.articles t,
gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'{!surround} title: 2w(solar, heat)', null, null)
WHERE s.id::int8 = t.id;
id | score |
title
--------+-----------+--------------------533423 | 1.5434089 | Solar water heating
(1 row)

An easy way to avoid this limitation is to use the GPText Universal Query Parser, which does analyze the query text and also supports the Surround query
parser’s proximity syntax.

Using the Universal Query Parser
With the GPText Universal Query Parser, you can perform searches using features from any of the other supported query parsers, combined into one
search string. Invoke the Universal Query Parser by setting the Solr type parameter in a Solr LocalParam with this format:
'{!gptextqp} <search_query>'

The search query in the following example includes syntax from three query parsers:
sea*
2W

– Complex query with wildcard

– Proximity query requesting a maximum of two words distance between the terms “sea*” and “oil” or “fuel”

oil OR fuel

– Solr Standard Query Processor

=# SELECT a.title, q.score
FROM wikipedia.articles a,
gptext.search(TABLE(SELECT 1 SCATTER BY 1),'demo.wikipedia.articles',
'{!gptextqp} sea* 2W (oil OR fuel)', null, null) q
WHERE a.id = q.id::int8;
title | score
--------------+----------Seaweed fuel | 55.250305
(1 row)

In the following example, title:n(power, geothermal) specifies that the terms “power” and “geothermal” in the title field must be adjacent, but they can occur
in either order.
=# SELECT a.title, q.score
FROM wikipedia.articles a,
gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.wikipedia.articles',
'{!gptextqp} title:n(power, geothermal)', null, null) q
WHERE a.id = q.id::int8;
title
| score
------------------+--------Geothermal power | 2.05577
(1 row)

This query uses the fuzzy search operator ~ to find articles with titles containing a term similar to “lethiam” and a complex query that finds articles with
“ocean” and “wind” in the content.
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=# SELECT t.id, score, title
FROM wikipedia.articles t,
gptext.search(TABLE(SELECT 1 SCATTER by 1), 'demo.wikipedia.articles',
'{!gptextqp} title:lethiam~ OR content:(ocean AND wind)', null, null) s
WHERE t.id=s.id::int8;
id | score |
title
----------+------------+------------------2120798 | 1.3326647 | Lithium economy
4711003 | 2.6328268 | Osmotic power
25784 | 3.3899183 | Renewable energy
55017 | 0.95579207 | Fusion power
113728 | 1.3909805 | Geothermal energy
27743 | 2.114852 | Solar energy
13690575 | 1.4488393 | Solar power
(7 rows)

Using the DisMax and Extended DisMax Query Parsers
The DisMax query parser  supports a subset of the Solr Standard Query Parser syntax. It is useful for queries from end users who are familiar with
common search systems, such as Google search. It supports quoted phrases, AND and OR operators, and + and - operators. The Extended DisMax query
parser  improves upon the DisMax query parser, supporting the full Standard query parser syntax.
The DisMax and Extended DisMax query parser behaviors can be customized at query time by setting parameters in the Solr options argument of the
gptext.search() function or as local parameters in the query text. See DisMax Parameters  and Extended DisMax Parameters  for details. One useful
parameter is the qf (query fields) parameter, which specifies a list of fields to search. Using this parameter avoids having to write a query that searches
each field individually. For example, instead of writing this query:
'content:nuclear OR title:nuclear OR
links:nuclear'

you can write:
{!edismax qf="content title links"} nuclear

The following example queries illustrate features of the DisMax and Extended DisMax query parsers.
'{!dismax} +nuclear reactor'

Finds documents containing the term “nuclear” and, optionally, the term “reactor”.
'{!dismax} +"nuclear reactor"'

Finds documents containing the phrase “nuclear reactor”.
'{!dismax} +solar -reactor'

Finds documents containing the term “solar” but not the term “reactor”.
'{!edismax qf="title refs"} solar'

Finds documents with the term “solar” in the title or refs fields.
'{!edismax qf="title"} (solar or renewable) and energy'

Finds the documents with titles “Solar energy” and “Renewable energy”.
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Customizing GPText Indexes
GPText saves configuration files for an index in the ZooKeeper /gptext/configs/<index_name> znode, for example /gptext/configs/demo.twitter.message . The
configuration files are copied from the $GPTXTHOME/share/gp_index_template/conf directory and modified with information passed in the gptext.create_index()
function arguments and the Greenplum Database table definition.
After an index has been created, you can modify the index’s configuration files using the gptext-config command-line utility. You can also edit the template
files in the $GPTXTHOME/share/gp_index_template/conf directory so that any new index you create has your customizations.
If you choose to customize the template files in the $GPTXTHOME/share/gp_index_template/conf directory, you should first back up the files so that you can
restore the default versions if necessary.

Editing GPText Index Configuration Files
You can edit the index configuration files saved in ZooKeeper using the gptext-config command-line utility. You provide the name of the index and the
name of the configuration file you want to modify. To edit the managed-schema file for the demo.twitter.message index, for example:
$ gptext-config -i demo.twitter.message -f managed-schema

The utility loads the file into an editor, vi by default. You can specify a different editor with the -e option. This command uses the nano editor to edit
the stopwords.txt file.
$ gptext-config -i demo.twitter.message -f stopwords.txt -e nano

 When editing XML files such as

managed-schema

, be sure that you save a valid XML document. Invalid XML syntax will cause Solr errors and prevent

access to your index.
You can use the gptext-config -

( --upload ) option to upload a local configuration file to ZooKeeper. This example uploads a configuration file named

u
protwords.custom

to ZooKeeper, overwriting the existing protwords.txt file.

$ gptext-config -i demo.twitter.message -u protwords.custom -f protwords.txt
20171011:11:24:59:030178 gptext-config:gpdb:gpadmin-[INFO]:-Execute GPText config.
20171011:11:25:00:030178 gptext-config:gpdb:gpadmin-[INFO]:-Check zookeeper cluster state ...
20171011:11:25:00:030178 gptext-config:gpdb:gpadmin-[INFO]:-Upload file protwords.custom to zookeeper...
20171011:11:25:01:030178 gptext-config:gpdb:gpadmin-[INFO]:-Reloading configuration...
20171011:11:25:02:030178 gptext-config:gpdb:gpadmin-[INFO]:-Modifications to protwords.txt require that all data be reindexed.
20171011:11:25:02:030178 gptext-config:gpdb:gpadmin-[INFO]:-Done.

Use the gptext-config - ( --add ) option to append a local text file to an existing configuration file. For example, you could create an additional list of stop
a

words in a local file stopwords.add and append them to the stopwords.txt file.
$ gptext-config -i demo.twitter.message -f stopwords.txt -a stopwords.add
20171010:09:52:59:019764 gptext-config:gpdb:gpadmin-[INFO]:-Execute GPText config.
20171010:09:53:00:019764 gptext-config:gpdb:gpadmin-[INFO]:-Check zookeeper cluster state ...
20171010:09:53:00:019764 gptext-config:gpdb:gpadmin-[INFO]:-Creating temporary copy of stopwords.txt...
20171010:09:53:01:019764 gptext-config:gpdb:gpadmin-[INFO]:-Appending contents of stopwords.add to stopwords.txt
20171010:09:53:01:019764 gptext-config:gpdb:gpadmin-[INFO]:-Backing up stopwords.txt for index demo.twitter.message...
20171010:09:53:03:019764 gptext-config:gpdb:gpadmin-[INFO]:-Reloading configuration...
20171010:09:53:22:019764 gptext-config:gpdb:gpadmin-[INFO]:-Modifications to stopwords.txt require that all data be reindexed.
20171010:09:53:22:019764 gptext-config:gpdb:gpadmin-[INFO]:-Done.

See the gptext-config command reference for gptext-config command-line options and for descriptions of the files you can edit with gptext-config .

The managed-schema File
The main configuration file for an index is the managed-schema file. The managed-schema file is an XML file containing definitions for the fields, field types,
and analyzer chains that define the contents and behavior of a GPText index.
A field ( <field> XML element) maps a Greenplum Database table column to a field in the GPText index.
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A field type ( <fieldType> XML element) assigns Solr Java classes and analyzer chains that handle a data type to a field.
An analyzer chain ( <analyzer> XML element) is a container element that specifies the Java classes that tokenize and filter the content of a field that is
to be indexed. An <analyzer> element is a child of a <fieldType> element.
In addition to the managed-schema file, the Solr configuration files for an index include text files that contain lists of words to treat specially when indexing
data, localization files, character set collation maps used for sorting, and a Solr server configuration file.
The following sections provide an overview of the contents of the managed-schema file and the relationships between the XML elements that define fields,
field types, and analyzers. By editing the managed-schema file, you can specify at the field level how Solr indexes and stores Greenplum Database data.
For detailed documentation of the contents of the managed-schema file, refer to the comments in the file or to the Apache SolrCloud documentation.

Field Elements
GPText adds field elements to the managed-schema file for columns included when the index was created with the gptext.create_index() function. This
example is the definition for a text field named description :
<field name="description" stored="false" type="text_intl" indexed="true"/>

The name attribute is the name of the database column. If the column name is not a valid Solr field name, it is altered to conform.
The stored attribute determines if the content of the field will be stored in the index. If the field is stored in the index, GPText search results can
return the content of the field. If the attribute is not stored, retrieving the field content requires a SQL join.
The type attribute maps the Greenplum Database type to a Solr type, defined in the same file with a <fieldType> element.
The indexed attribute determines whether the field content will be indexed.
The <field> element can have additional attributes used with some types. See the comment after the <fields> element for a complete list of attributes.

Field Types
The type attribute of the <field> element is mapped to the name attribute of a <fieldType> element in the managed-schema file. The <fieldType> element
determines how Solr parses and stores a field in the index.
The class attribute maps the field type to a Solr Java class that recognizes and processes the data type. Solr includes many base field types. See GPText
and Solr Data Type Mappings for a mapping of Solr types to Greenplum Database types.
You can map a field to a different Solr type by changing the field’s type attribute. For example, to use the GPText social media text analyzer chain, you can
change the type of a text field from text_intl to text_sm .
If you have a custom type, you can add a new field type by implementing Solr Java type interfaces, or you can specify an existing base type and customize
it with an analyzer chain, as described in the next section.

Analyzer Chains
An analyzer examines the contents of field or search query phrase and returns a stream of tokens used to index the field or search the index. The
<analyzer> element is a child of a <fieldType> element that specifies how text will be tokenized and processed before it is indexed or applied to a search.
An <analyzer> can be of type index , query
Different chains can be defined for indexing and querying operations by adding a type attribute to the <analyzer> element. If no type attribute appears
the chain is applied to both field text that is to be indexed and query text that searches the index.
Field analysis begins with a <tokenizer> that divides the contents of a field into tokens. In Latin-based text documents, the tokens are words or terms. In
Chinese, Japanese, and Korean (CJK) documents, the tokens are characters.
The tokenizer can be followed by one or more <filter> elements which are applied in succession. Filters restrict the query results, for example, by
removing unnecessary terms (“a”, “an”, “the”), converting term formats, or by performing other actions to ensure that only important, relevant terms
appear in the result set. Each filter operates on the output of the tokenizer or filter that precedes it. Solr includes many tokenizers and filters that allow
analyzer chains to process different character sets, languages, and transformations. See Analyzers, Tokenizers and Filters - The full list  for a
comprehensi ve list.
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Field types are assigned analyzers in an index’s managed-schema file. The following example shows the Solr text field type specification:
<fieldType name="text" class="solr.TextField" positionIncrementGap="100" autoGeneratePhraseQueries="true">
<analyzer type="index">
<tokenizer class="solr.WhitespaceTokenizerFactory"/>
<!-- in this example, we will only use synonyms at query time
<filter class="solr.SynonymFilterFactory" synonyms="synonyms.txt" ignoreCase="true" expand="false"/>
-->
<filter class="solr.StopFilterFactory" ignoreCase="true" words="stopwords.txt"/>
<filter class="solr.WordDelimiterFilterFactory" generateWordParts="1" generateNumberParts="1" catenateWords="1" catenateNumbers="1" catenateAll="0" splitOnCaseChange="1"/>
<filter class="solr.LowerCaseFilterFactory"/>
<filter class="solr.KeywordMarkerFilterFactory" protected="protwords.txt"/>
<filter class="solr.PorterStemFilterFactory"/>
</analyzer>
<analyzer type="query">
<tokenizer class="solr.WhitespaceTokenizerFactory"/>
<filter class="solr.SynonymFilterFactory" synonyms="synonyms.txt" ignoreCase="true" expand="true"/>
<filter class="solr.StopFilterFactory" ignoreCase="true" words="stopwords.txt"/>
<filter class="solr.WordDelimiterFilterFactory" generateWordParts="1" generateNumberParts="1" catenateWords="0" catenateNumbers="0" catenateAll="0" splitOnCaseChange="1"/>
<filter class="solr.LowerCaseFilterFactory"/>
<filter class="solr.KeywordMarkerFilterFactory" protected="protwords.txt"/>
<filter class="solr.PorterStemFilterFactory"/>
</analyzer>
</fieldType>

An analyzer has only one tokenizer, solr.WhitespaceTokenizerFactory in this example. The tokenizer can be followed by one or more filters executed in
succession.
Filters restrict the query results. Each filter operates on the output of the tokenizer or filter that precedes it. For example, the solr.StopFilterFactory filter
removes unnecessary terms (“a”, “an”, “the”) from the stream of tokens. The words to filter out of the stream are listed in the stopwords.txt configuration
file. You can edit the stopwords.txt file with the gptext-config utility to change the list of words excluded from the index.
There are separate analyzer types for index and query operations. The query analyzer chain in this example includes a solr.SynonymFilterFactory that looks
up each token in a file synonyms.txt and, if found, returns the synonym in place of the token.
The analyzer chain can include a “stemmer”, solr.PorterStemFilterFactory in this example. The stemmer employs an algorithm to change words to their
“stems”. For example, “confidential”, “confidentiality”, and “confidentis” are all stemmed to “confidenti”. Using a stemmer can dramatically reduce the
size of the index, but users executing searches should be aware that some search expressions will not work as expected because of stemming. For
example, searching with a wildcard such as "confidential*" will return no matches because the words were stemmed to “confidenti” during indexing.
Without a wildcard, the word in the search expression is also stemmed and therefore the search succeeds.

GPText Text Analyzer Chains
In addition to the text analyzer chains Solr provides, GPText provides the following text analyzer chains:
text_intl, the International Text Analyzer
text_sm, the Social Media Text Analyzer

text_intl, the International Text Analyzer
text_intl is the default GPText analyzer. It is a multiple language text analyzer for text fields. It handles Latin-based words and Chinese, Japanese, and
Korean (CJK) characters.
text_intl

processes documents as follows.

1. Separates CJK characters from other language text.
2. Identifies currency tokens or symbols that were ignored in the first pass.
3. For any CJK characters, generates a bigram for the CJK character and, for Korean characters only, preserves the original word.
Note that CJK and non-CJK text are treated as separate tokens. Preserving the original Korean word increases the number of tokens in a document.
Following is the definition from the Solr managed-schema template.
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<fieldType autoGeneratePhraseQueries="true" class="solr.TextField"
name="text_intl" positionIncrementGap="100">
<analyzer type="index">
<tokenizer class="com.emc.solr.analysis.worldlexer.WorldLexerTokenizerFactory"/>
<filter class="solr.CJKWidthFilterFactory"/>
<filter class="solr.LowerCaseFilterFactory"/>
<filter class="com.emc.solr.analysis.worldlexer.WorldLexerBigramFilterFactory" han="true"
hiragana="true" katakana="true" hangul="true" />
<filter class="solr.StopFilterFactory" enablePositionIncrements="true"
ignoreCase="true" words="stopwords.txt"/>
<filter class="solr.KeywordMarkerFilterFactory"
protected="protwords.txt"/>
<filter class="solr.PorterStemFilterFactory"/> </analyzer>
<analyzer type="query">
<tokenizer class="com.emc.solr.analysis.worldlexer.WorldLexerTokenizerFactory"/>
<filter class="solr.CJKWidthFilterFactory"/>
<filter class="com.emc.solr.analysis.worldlexer.WorldLexerBigramFilterFactory" han="true"
hiragana="true" katakana="true" hangul="true" />
<filter class="solr.StopFilterFactory" enablePositionIncrements="true" ignoreCase="true"
words="stopwords.txt"/>
<filter class="solr.KeywordMarkerFilterFactory" protected="protwords.txt"/>
<filter class="solr.PorterStemFilterFactory"/>
</analyzer>
</fieldType>

Following are the analysis steps for text_intl .
1. The analyzer chain for indexing begins with a tokenizer called WorldLexerTokenizerFactory . This tokenizer handles most modern languages. It
separates CJK characters from other language text and identifies any currency tokens or symbols.
2. The solr.CJKWidthFilterFactory filter normalizes the CJK characters based on character width.
3. The solr.LowerCaseFilterFactory filter changes all letters to lower case.
4. The WorldLexerBigramFilterFactory filter generates a bigram for any CJK characters, leaves any non-CJK characters intact, and preserves
original Korean-language words. Set the han , hiragana , katakana , and hangul attributes to "true" to generate bigrams for all supported
CJK languages.
5. The solr.StopFilterFactory removes common words, such as “a”, “an”, and “the”, which are listed in the stopwords.txt configuration file
(see To configure an index). If there are no words in the stopwords.txt file, no words are removed.
6. The solr.KeywordMarkerFilterFactory marks the English words to protect from stemming, using the words listed in the protwords.txt
configuration file (see To configure an index). If protwords.txt does not contain a list of words, all words in the document are stemmed.
7. The final filter is the stemmer, in this case solr.PorterStemFilterFactory , a fast stemmer for the English language.
Note: The text_intl analyzer chain for querying is the same as the text analyzer chain for indexing.
An analyzer chain, text , is included in GPText’s Solr managed-schema and is based on Solr’s default analyzer chain. Because its tokenizer splits on white
space, text cannot process CJK languages: white space is meaningless for CJK languages. Best practice is to use the text_intl analyzer.
For information about using an analyzer chain other than the default, see Using the text_sm Social Media Analyzer.

GPText Language Processing
The root-level tokenizer, WorldLexerTokenizerFactory , tokenizes international languages, including CJK languages. WorldLexerTokenizerFactory tokenizes
languages based on their Unicode points and, for Latin-based languages, white space.
Note: Unicode is the encoding for all text in the Greenplum Database.
The following are sample input to, and output from, GPText. Each line in the output corresponds to a term.
English and CJK input:
₩10 대부분 english자선 단체는.
English and CJK output:
₩10
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대부분
대부
부분
english
자선
단체는
단체
체는
Bulgarian input:
Cъстав на nарламента: вж. nротоколи
Bulgarian output:
cъстав
на
nарламента
вж
протоколиа
Danish input:
Genoptagelse af sessionen
Danish output:
genoptagelse
af
sessionen

text_intl Filters
The text_intl analyzer uses the following filters:
The CJKWidthFilterFactory normalizes width differences in CJK characters. This filter normalizes all character widths to fullwidth.
The WorldLexerBigramFilterFactory filter forms bigrams (pairs) of CJK terms that are generated from WorldLexerTokenizerFactory . This filter does not modify
non-CJK text.
WorldLexerBigramFilterFactory accepts attributes that guide the creation of bigrams for CJK scripts. For example, if the input contains HANGUL script but
the hangul attribute is set to false, this filter will not create bigrams for that script. To ensure that WorldLexerBigramFilterFactory creates bigrams as
required, set the CJK attributes han , hiragana , katakana , and hangul to true .

text_sm, the Social Media Text Analyzer
The GPText text_sm text analyzer analyzes text from sources such as social media feeds. text_sm consists of a tokenizer and two filters. To configure the
text_sm text analyzer, use the gptext-config utility to edit the managed-schema file. See To use the text_sm Social Media Analyzer for details.
normalizes emoticons: it replaces emoticons with text using the emoticons.txt configuration file. For example, it replaces a happy face emoticon,
, with the text “happy”.

text_sm
:-)

The following is the definition from the Solr managed-schema template.
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<fieldType autoGeneratePhraseQueries="true"
class="solr.TextField" name="text_sm"
positionIncrementGap="100" termVectors="true"
termPositions="true" termOffsets="true">
<analyzer type="index">
<tokenizer class =
"com.emc.solr.analysis.text_sm.twitter.TwitterTokenizerFactory"
delimiter="\t"
emoticons="emoticons.txt"/>
<!-- Case insensitive stop word removal.
Add enablePositionIncrements=true in both the index and query
analyzers to leave a 'gap' for more accurate phrase queries. -->
<filter class="solr.StopFilterFactory"
enablePositionIncrements="true" ignoreCase="true"
words="stopwords.txt"/>
<filter class="solr.LowerCaseFilterFactory"/>
<filter class="solr.KeywordMarkerFilterFactory"
protected="protwords.txt"/>
<filter class =
"com.emc.solr.analysis.text_sm.twitter.EmoticonsClassifierFilterFactory"
delimiter="\t" emoticons="emoticons.txt"/>
<filter class =
"com.emc.solr.analysis.text_sm.twitter.TwitterStemFilterFactory"/>
<analyzer type="query">
<tokenizer class =
"com.emc.solr.analysis.text_sm.twitter.TwitterTokenizerFactory"
delimiter="\t"
emoticons="emoticons.txt"
/>
<filter class="solr.StopFilterFactory"
enablePositionIncrements="true" ignoreCase="true"
words="stopwords.txt"/>
<filter class="solr.LowerCaseFilterFactory"/>
<filter class="solr.KeywordMarkerFilterFactory"
protected="protwords.txt"/>
<filter class =
"com.emc.solr.analysis.text_sm.twitter.EmoticonsClassifierFilterFactory"
delimiter="\t"
emoticons="emoticons.txt"/>
<filter class =
"com.emc.solr.analysis.text_sm.twitter.TwitterStemFilterFactory"/>
</analyzer>
</fieldType>

The TwitterTokenizer
The Twitter tokenizer extends the English language tokenizer, solr.WhitespaceTokenizerFactory, to recognize the following elements as terms.
Emoticons
Hyperlinks
Hashtag keywords (for example, #keyword)
User references (for example, @username)
Numbers
Floating point numbers
Numbers including commas (for example 10,000)
time expressions (for example, 9:30)

The text_sm filters
com.emc.solr.analysis.socialmedia.twitter.EmoticonsClassifierFilterFactory

classifies emoticons as happy , sad , or wink . It is based on the emoticons.txt file (one of the

files you can edit with gptext-config , and is intended for future use, such as in sentiment analysis.

The TwitterStemFilterFactory
com.emc.solr.analysis.socialmedia.twitter.TwitterStemFilterFactory

extends the solr.PorterStemFilterFactory class to bypass stemming of the social media patterns

recognized by the twitter.TwitterTokenizerFactory .
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The emoticons.txt file
This file contains lists of emoticons for “happy,” “sad,” and “wink.” They are separated by a tab by default. You can change the separation to any
character or string by changing the value of delimiter in the social media analyzer chain. The following is a sample line from the text_sm analyzer chain:
<filter class =
"com.emc.solr.analysis.text_sm.twitter.EmoticonsClassifierFilterFactory"
delimiter="\t" emoticons="emoticons.txt"/>

Using the text_sm Social Media Analyzer
The Solr managed-schema file created for an index specifies an analyzer to use to index each field. The default analyzer for text fields is text_intl . To specify
the text_sm social media analyzer, you use the gptext-config utility to modify the Solr managed-schema for your index.
The steps are:
1. Create an index using gptext.create_index() .
2. Use the gptext-config utility to edit the managed-schema file created for the index:
gptext-config -f managed-schema -i <index_name>

The managed-schema file contains a <field> element for each text field. For example:
<field name="message_text" stored="false" type="text_intl" indexed="true"/>

The type attribute specifies the analyzer to use. text_intl is the default analyzer.
3. Modify the <field> element for each text field you want to use the GPText social media analyzer and change the type attribute as follows:
<field name="text_search_col" indexed="true" stored="false" type="text_sm"/>

4. Save the managed-schema file.

Using Multiple Analyzer Chains
If you want to index a field using two different analyzer chains simultaneously, you can do this:
Create a new empty index. Then use the gptext-config utility to add a new field to the index that is a copy of the field you are interested in, but with a
different name and analyzer chain.
Let us assume that your index, as initially created, includes a field to index named mytext . Also assume that this field will be indexed using the default
international analyzer ( text_intl ).
You want to add a new field to the index’s managed-schema that is a copy of mytext and that will be indexed with a different analyzer (say the text_sm
analyzer). To do so, follow these steps:
1. Create an empty index with gptext.create_index() .
2. Open the index’s managed-schema file for editing with gptext-config .
3. Add a <field> in the managed-schema for a new field that will use a different analyzer chain. For example:
<field indexed="true" name="mytext2" stored="false" type="text_sm"/>

By defining the type of this new field to be text_sm , it will be indexed using the social media analyzer rather than the default text_intl .
4. Add a <copyField> in managed-schema to copy the original field to the new field. For example:
<copyField dest="mytext2" source="mytext"/>

5. Index and commit as you normally would.
The database column mytext is now in the index twice with two different analyzer chains. One column is mytext , which uses the default international
analyzer chain, and the other is the newly created mytext2, which uses the social media analyzer chain.
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Using Different Analyzer Chains for Individual Fields
You can use different analyzers for individual fields by editing the managed-schema configuration file. For example, if one field contains English text and
another contains Chinese language text, you can specify different analyzers for the two fields.

Example
You have a table named email_tbl with the following definition:
create table email_tbl (
id bigint,
english_content text,
chinese_content text,
timestamp date,
username text,
age int,
... ) # additional columns that are not indexed

You want to index the six columns shown— id , english_content , chinese_content , timestamp , username , and age .
For the column english_content , you want to use the English language analyzer called “text_en” for the text segmentation.
For the column chinese_content , you want to use the international language analyzer named “text_intl”.
Here are steps to implement this example:
1. Create the GPText index for the table.
SELECT * FROM gptext.create_index('public', 'email_tbl', 'id', 'english_content');

2. Modify the analyzer for each column in managed-schema .
$ gptext-config -i db.public.email_tbl -f managed-schema

3. Find the element for the english_content field.
<field name="english_content" type="*" indexed="true" stored="true" />

Change the type attribute to text_en .
<field name="english_content" type="text_en" indexed="true" stored="true" />

4. Find the element for the chinese_content field.
<field name="chinese_content" type="*" indexed="true" stored="true" />

Change the type attribute to text_intl .
<field name="chinese_content" type="text_intl" indexed="true" stored="true" />

5. Index the table.
SELECT * FROM gptext.index(TABLE(SELECT id, english_content, chinese_content, timestamp, username, age FROM email_tbl),
'db.public.email_tbl');

6. Commit the index.
SELECT * FROM gptext.commit_index('db.public.email_tbl');

The field types text_en and text_intl are defined in <fieldType> entries in the managed-schema file and then referenced in the type attribute of the
<field>

element.

You can define a custom field type by adding a <fieldType> entry with custom analyzers and then setting the field’s type attribute to the name of the
custom field type. For example, the following “text_customize” field type is a copy of the “text_en” field type entry with the synonym filter commented
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out in the index analyzer. This custom field type will apply the synonym filter to queries, but not to the index.
<fieldType name="text_customize" class="solr.TextField" positionIncrementGap="100">
<analyzer type="index">
<tokenizer class="solr.StandardTokenizerFactory"/>
<filter class="solr.StopFilterFactory" ignoreCase="true" words="stopwords.txt" />
<!-- in this example, we will only use synonyms at query time
<filter class="solr.SynonymFilterFactory" synonyms="synonyms.txt" ignoreCase="true" expand="false"/>
-->
<filter class="solr.LowerCaseFilterFactory"/>
</analyzer>
<analyzer type="query">
<tokenizer class="solr.StandardTokenizerFactory"/>
<filter class="solr.StopFilterFactory" ignoreCase="true" words="stopwords.txt" />
<filter class="solr.SynonymFilterFactory" synonyms="synonyms.txt" ignoreCase="true" expand="true"/>
<filter class="solr.LowerCaseFilterFactory"/>
</analyzer>
</fieldType>

A field type can also be customized by adding analyzers as child elements of the <field> element:
<field name="english_content" type="text" indexed="true" stored="false">
<analyzer type="index">
<tokenizer class="solr.StandardTokenizerFactory"/>
<filter class="solr.StopFilterFactory" ignoreCase="true" words="stopwords.txt" />
<!-- in this example, we will only use synonyms at query time
<filter class="solr.SynonymFilterFactory" synonyms="synonyms.txt" ignoreCase="true" expand="false"/>
-->
<filter class="solr.LowerCaseFilterFactory"/>
</analyzer>
<analyzer type="query">
<tokenizer class="solr.StandardTokenizerFactory"/>
<filter class="solr.StopFilterFactory" ignoreCase="true" words="stopwords.txt" />
<filter class="solr.SynonymFilterFactory" synonyms="synonyms.txt" ignoreCase="true" expand="true"/>
<filter class="solr.LowerCaseFilterFactory"/>
</analyzer>
</field>
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Working With GPText External Indexes
A GPText external index is an Apache Solr index you create in Greenplum Database to index and search documents that reside outside of Greenplum
Database. External documents can be of many types, for example, PDF, Microsoft Word, XML, or HTML. Solr recognizes document types automatically,
using code included from the Apache Tika  project.



Read about how Solr and Tika (the “Solr Cell” framework) extract and index document text and metadata at Uploading Data with Solr Cell using
Apache Tika . See a list of supported document types at Supported Document Formats .

External documents must be accessible by URL with an HTTP GET request. To add external documents to an index, you supply GPText with a list of URLs
in an array or as a SQL SELECT statement. The URL will be the unique id field in the Solr index.

How GPText External Indexes Differ From Regular GPText Indexes
External indexes exist entirely in Solr—there is no associated database table in Greenplum Database. Because of this, the index name does not follow the
database.schema.table pattern required for regular GPText indexes. You can choose any name for an external index, but it must not contain periods. You can
access a GPText external index from any database in the Greenplum Database system that has the GPText schema installed.
GPText provides the following alternate functions for working with external indexes:
gptext.create_index_external()
gptext.index_external()
gptext.search_external()

– create an external index.

– add documents to the external index.
– search an external index.

gptext.highlight_external()

– returns fragments of documents with matching search terms highlighted with markup tags.

The distribution policy for a regular GPText index is the same as the underlying Greenplum Database table, so that segments manage the same GPText
table data as the Solr index shard. A GPText external index also has one shard per segment, but the documents are distributed among the segments using
Solr compositeId routing, which allows Solr to choose the shard for a document. See Shards and Indexing Data in SolrCloud .
A regular GPText index only indexes and stores the database table columns you specify. A GPText external index stores and indexes the textual content of
the file, as well as metadata fields that are members of the document type.
When an external document is added to the index, the content of the document is saved in the content field. The content field is stored in the index but it
is not indexed.
GPText copies the following fields to the text field, the default search field, which is indexed but not stored.
title
author
description
keywords
content
content_type
resourcename
url

To search the document content, therefore, search the text field, but to retrieve or highlight document contents, use the content field.
The following common metadata fields are indexed and stored:
title
subject
description
comments
author
keywords
category
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resourcename
url
content_type
last_modified
links

A dynamic field named meta_* is also indexed and stored. This is a multi-valued field where Solr stores document-type-specific metadata. In search
results, this field is returned as a JSON-formatted columnValue string. You can extract individual metadata by name using the gptext.gptext_retrieve_field()
function.
Search results for external indexes include all fields saved with the documents, including all metadata fields. You can use the Solr field list option (
fl=<field-list> ) to limit the fields returned. You can also use SELECT <field-list> FROM
to limit the fields returned, but it is more efficient
gptext.search_external()

to filter out the fields in Solr with the fl option than in the database session.

Creating External Indexes
Use the gptext.create_index_external() function to create an external index.
This example creates an external index named gptext-docs .
=# SELECT * FROM gptext.create_index_external('gptext-docs');

An external index does not have a corresponding Greenplum Database table, so the index name does not follow the database.schema.table pattern required
for regular GPText indexes. The only restriction is that the name for an external table must not contain periods.

Adding Documents to an External Index
To add external documents to an external index, supply a list of HTTP or HTTPS URLs where Solr can retrieve the document to the gptext.index_external()
function. URLs may be specified as either an array or a SQL result set.
This example adds a single PDF document, specified in an array, to the gptext-docs index.
=# SELECT * FROM gptext.index_external(
'{http://gptext.docs.pivotal.io/archives/GPText-docs-213.pdf}',
'gptext-docs');
dbid | num_docs
------+---------3|
0
2|
1
(2 rows)
=# SELECT * FROM gptext.commit_index('gptext-docs');
commit_index
-------------t
(1 row)

This example adds several HTML documents by selecting URLs from a database table.
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=# DROP TABLE IF EXISTS gptext_html_docs;
=# CREATE TABLE gptext_html_docs (
id bigint,
url text)
DISTRIBUTED BY (id);
CREATE TABLE
=# INSERT INTO gptext_html_docs VALUES
(1, 'http://gptext.docs.pivotal.io/latest/topics/administering.html'),
(2, 'http://gptext.docs.pivotal.io/latest/topics/ext-indexes.html'),
(3, 'http://gptext.docs.pivotal.io/latest/topics/function_ref.html'),
(4, 'http://gptext.docs.pivotal.io/latest/topics/guc_ref.html'),
(5, 'http://gptext.docs.pivotal.io/latest/topics/ha.html'),
(6, 'http://gptext.docs.pivotal.io/latest/topics/index.html'),
(7, 'http://gptext.docs.pivotal.io/latest/topics/indexes.html'),
(8, 'http://gptext.docs.pivotal.io/latest/topics/intro.html'),
(9, 'http://gptext.docs.pivotal.io/latest/topics/managed-schema.html'),
(10, 'http://gptext.docs.pivotal.io/latest/topics/performance.html'),
(11, 'http://gptext.docs.pivotal.io/latest/topics/queries.html'),
(12, 'http://gptext.docs.pivotal.io/latest/topics/type_ref.html'),
(13, 'http://gptext.docs.pivotal.io/latest/topics/upgrading.html'),
(14, 'http://gptext.docs.pivotal.io/latest/topics/utility_ref.html'),
(15, 'http://gptext.docs.pivotal.io/latest/topics/installing.html');
INSERT 0 15
=# SELECT * FROM gptext.index_external(
TABLE(SELECT url FROM gptext_html_docs),
'gptext-docs');
dbid | num_docs
------+---------3|
6
2|
8
(2 rows)
=# SELECT * FROM gptext.commit_index('gptext-docs');
commit_index
-------------t
(1 row)

Searching External Indexes
The gptext.search_external() function searches an external index.
The following example search (results omitted) returns all fields stored in the gptext-docs index for all documents.
=# SELECT * FROM gptext.search_external(TABLE(SELECT 1 SCATTER by 1),
'gptext-docs', '*:*', null);

Searching an external index, by default, returns all of the stored fields. Usually, however, you only want a subset of the fields. You can specify the fields
you want in the SELECT clause or by adding the fl Solr option in the options argument of the gptext.search_external .
Even if you list the desired fields in the SELECT clause, specifying a field list in the options argument is more efficient because it restricts the amount of
data Solr transfers to Greenplum Database.
This example searches for HTML documents that have the word “Indexes” in the title field. A filter query chooses documents with “html” in the
content_type field. The field list in the options argument contains just the title field. The id , score , and meta fields are always included in search results.
=# SELECT id, title, score FROM gptext.search_external(
TABLE(SELECT 1 SCATTER BY 1), 'gptext-docs', 'title:indexes',
'{content_type:*html*}', 'fl=title');
id
|
title
| score
-----------------------------------------------------------------+-------------------------------+-----------http://gptext.docs.pivotal.io/latest/topics/indexes.html
| Working With GPText Indexes | | 0.96766204
: Pivotal GPText Docs
http://gptext.docs.pivotal.io/latest/topics/managed-schema.html | Customizing GPText Indexes | | 0.96766204
: Pivotal GPText Docs
http://gptext.docs.pivotal.io/latest/topics/queries.html
| Querying GPText Indexes | | 0.96766204
: Pivotal GPText Docs
(3 rows)

Highlighting External Index Search Results
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Solr highlighting includes fragments of documents that match a search query in the search results, with the query terms highlighted with markup tags.
Fragments are also called snippets or passages.
Highlighting with GPText external indexes is a different process than highlighting with regular GPText indexes. Because the text and all metadata of
external documents are stored in an external index, the markup tags can be applied in Solr before returning search results to Greenplum Database. With
regular indexes, highlighting can be performed only for fields with terms enabled, and then search results must be joined with the database table so that
the gptext.highlight() function can insert the markup tags into the text. You can, however, configure a regular GPText index so that you store the fields in the
index and perform highlighting in Solr. This requires editing the index’s solrconfig.xml and managed-schema configuration files. See Highlighting Terms in
Stored Fields for steps to enable this configuration.
Solr highlighting is performed by a search handler called a HighlightComponent , configured in the managed-schema configuration file. Solr provides
highlighters that work somewhat differently and have different configurable options. GPText uses the Unified Highlighter by default. See Highlighting
at the Apache Solr website to learn more about Solr highlighting and the Unified Highlighter.



You can enable highlighting for GPText external indexes in the Solr options argument of a gptext.search() query. Using this method, the highlighted text is
returned in a result column named hs , which contains a JSON-formatted array of highlighted fragments. You can access the fragments using the
gptext.gptext_retrieve_field() function.
In addition, GPText provides the gptext.highlight_external() function, which unpacks highlighted fragments in the search results into separate columns in the
Greenplum Database search result set.
First, let’s look at the results of a search query with highlighting enabled using the Solr options argument in the gptext.search() function. This statement
searches the gptext-docs external index for documents containing the term “apache”. The Solr options are:
hl=true

– enables highlighting.

hl.fl=content title
rows=1

– the content field will be highlighted.

– return just one document per segment.

=# \x on
Expanded display is on.
=# \pset border off
Border style is 0.
=# SELECT * FROM gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'gptext-docs',
demo(#
'apache', '{content_type:*html*}', 'hl=true&hl.fl=content&rows=1');
* Record 1
id http://gptext.docs.pivotal.io/latest/topics/ha.html
score 0.55252916
hs {"columnValue":[{"name":"content","value":"Refer to the \u003cem\u003eApache\u003c/em\u003e SolrCloud documentation for help using the SolrCloud Dashboard. \n\n\n "}]}
rf
* Record 2
id http://gptext.docs.pivotal.io/latest/topics/administering.html
score 0.9950347
hs {"columnValue":[{"name":"content","value":"ZooKeeper Administration \n\n\n \u003cem\u003eApache\u003c/em\u003e ZooKeeper enables coordination between the \u003cem\u003eApache\u003c/em\u003e Solr an
rf

Notice that in this example the hs column has a single fragment from each of the returned documents. You can use the hl.snippets and hl.fragsize options
to set, respectively, the maximum number of fragments to return and the approximate number of characters in each fragment. Other options you can use
to control how the Unified Highlighter chooses fragments are hl.bs.type and hl.maxAnalyzedChars . The hl.bs.type option specifies how the highlighter
breaks the text into fragments. The default is SENTENCE . Other valid choices are SEPARATOR , SENTENCE , WORD , CHARACTER , LINE , or WHOLE .
The hl.maxAnalyzedChars option, default 51200, is the maximum number of characters to analyze for highlighting.
See Highlighting

 in the Solr documentation for tables of options you can set and their default values.

For an external index, Solr returns the highlighted fragments in a columnValue array in the hs result column. You can use the gptext.gptext_retrieve_field()
function in the SELECT list to extract the fragments from the array.
=# SELECT id, score, gptext.gptext_retrieve_field(hs, 'content') content
FROM gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'gptext-docs',
'apache', '{content_type:*html*}',
'hl=true&hl.fl=content&hl.snippets=3&hl.fragsize=75&rows=1');
* Record 1
id
http://gptext.docs.pivotal.io/latest/topics/ha.html
score 0.55252916
content Refer to the <em>Apache</em> SolrCloud documentation for help using the SolrCloud Dashboard.

* Record 2
id
http://gptext.docs.pivotal.io/archives/GPText-docs-213.pdf
score 1.2220514
content <em>Apache</em> Solr requires
a
ZooKeeper

cluster with
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The gptext.highlight_external() function performs the search, but extracts the highlighted fragments to columns. The hl and hl.fl Solr options must not be
specified in this function. This example, with an AND query, demonstrates that the terms on both sides of the AND are highlighted.
=# SELECT * FROM gptext.highlight_external(TABLE(SELECT 1 SCATTER BY 1),
'gptext-docs', 'apache AND GPText', '{content_type:*text/html*}', 'rows=1');
* Record 1
id
http://gptext.docs.pivotal.io/latest/topics/administering.html
title Administering <em>GPText</em> |
Pivotal <em>GPText</em> Docs
content ZooKeeper Administration

<em>Apache</em> ZooKeeper enables coordination between the <em>Apache</em> Solr and Pivotal <em>GPText</em> distributed processes through a shared namespace that resembles a file system.
score 1.107425
* Record 2
id
http://gptext.docs.pivotal.io/latest/topics/ha.html
title <em>GPText</em> High Availability |
Pivotal <em>GPText</em> Docs
content Refer to the <em>Apache</em> SolrCloud documentation for help using the SolrCloud Dashboard.

score 0.63803643

Here is an example that searches for and highlights the term “python” in the content field of the gptext-docs index.
=# SELECT * FROM gptext.highlight_external(TABLE(SELECT 1 SCATTER BY 1),
'gptext-docs', 'python', '{content_type:*html*}');
* Record 1
id
http://gptext.docs.pivotal.io/latest/topics/utility_ref.html
title GPText Management Utilities |
| Pivotal GPText Docs
content When new hosts are added to the Greenplum Database cluster, ensure that the following GPText prerequisites are installed before running gpexpand :

Oracle Java 1.8
<em>Python</em> 2.6 or greater
Linux lsof utility
All hosts in the cluster must be able to reach the new and existing hosts.

score 1.0837649
* Record 2
id
http://gptext.docs.pivotal.io/latest/topics/administering.html
title Administering GPText |
| Pivotal GPText Docs
content Note: Before recovering GPText nodes on newly added hosts, ensure that the following GPText prerequisites have been installed on the host:

Oracle Java 1.8
<em>Python</em> 2.6
The Linux lsof utility

Viewing Solr Index Statistics

You can view Solr index statistics by running the gptext-state utility from the command line.

score 0.71699136
* Record 3
id
http://gptext.docs.pivotal.io/latest/topics/upgrading.html
title Upgrading GPText |
| Pivotal GPText Docs
content The installer verifies the environment to ensure that prerequisites are present, such as <em>Python</em> and Java.
score 0.6838306

GPText found three documents containing the string ‘Python’ and extracted from each a fragment of the content field containing the term.
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Administering GPText
GPText administration includes security considerations, monitoring Solr index statistics, managing and monitoring ZooKeeper, and troubleshooting.

Changing GPText Server Configuration Parameters
Configuration parameters used with GPText are built-in to GPText with default values. You can change the values for these parameters by setting the new
values in a Greenplum Database session. The new values are stored in ZooKeeper. GPText indexes use the values of configuration parameters when they
are created. Changing configuration parameters affects new indexes, but does not affect existing indexes.
See GPText Configuration Parameters for a complete list of configuration parameters.
A one-time Greenplum Database configuration change is needed for Greenplum Database to allow setting and displaying GPText configuration variables.
As the gpadmin user, enter the following commands in a shell:
$ gpconfig -c custom_variable_classes -v 'gptext'
$ gpstop -u

Then connect to a database that contains the GPText schema and execute the gptext.version() function to expose the GPText configuration variables:
=# select * from gptext.version();

Change the values of GPText configuration variables using the SET command in a session with a database that contains the GPText schema. The
following example sets values for three configuration parameters in a psql session:
=# set gptext.idx_buffer_size=10485760;
SET
=# set gptext.idx_delim='|';
SET
=# set gptext.extension_factor=5;
SET

You can view the current value of a configuration parameter that you have set using the SHOW command:
=# show gptext.idx_delim;
gptext.idx_delim
-----------------|
(1 row)

Security and GPText Indexes
GPText security is based on Greenplum Database security. Your privileges to execute GPText functions depend on your privileges for the database table
that is the source for the index. For example, if you have SELECT privileges for a table in the Greenplum database, then you have SELECT privileges for an
index generated from that table.
Executing GPText functions requires one of OWNER, SELECT, INSERT, UPDATE, or DELETE privileges, depending on the function. The OWNER is the person
who created the table and has all privileges. See the Greenplum Database Administrator Guide for information about setting privileges.

ZooKeeper Administration
Apache ZooKeeper enables coordination between the Apache Solr and Pivotal GPText distributed processes through a shared namespace that resembles
a file system. In ZooKeeper, a node (called a znode) can contain data, like a file, and can have child znodes, like a directory. ZooKeeper replicates data
between multiple instances deployed as a cluster to provide a highly available, fault-tolerant service. Both Solr and GPText store configuration files and
share status by writing data to ZooKeeper znodes. GPText stores information in the /gptext znode. The configuration files for a GPText index are in the
/gptext/configs/<index-name> znode.
The number of ZooKeeper instances in the cluster determines how many ZooKeeper node failures the cluster can tolerate and still remain active. The
service remains available as long as a clear majority of the non-failed nodes are able to communicate with each other. To tolerate a failure of n nodes the
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cluster must have 2_n_+1 nodes. A cluster of five nodes, for example, can tolerate two failed nodes.
ZooKeeper is very fast for read requests because it stores data in memory. If ZooKeeper begins to swap memory to disk, Solr and GPText performance will
suffer and could experience failures, so it is critical to allocate sufficient memory to the ZooKeeper Java processes. To avoid ZooKeeper instances
competing with Greenplum Database segments for memory, you should deploy the ZooKeeper instances and Greenplum Database segments on different
hosts. The ZooKeeper and Greenplum Database hosts must be on the same network and accessible with passwordless SSH by the gpadmin user. You can
use the Greenplum Database gpssh-exkeys utility to share SSH keys between ZooKeeper and Greenplum Database hosts.
You must start the ZooKeeper cluster before you start GPText. When you start GPText, the Solr nodes each load the replicas for indexes they manage. With
large numbers of indexes, shards, and replicas, starting up the cluster can generate a very high, atypical load on ZooKeeper. It can take a long time to get
all indexes loaded and some ZooKeeper requests may time out waiting for responses. Using the gptext-start -option starts indexes one at a time,
slow_start

providing a more ordered start-up and limiting the number of concurrent ZooKeeper requests.
The GPText command-line utility zkManager can be used to monitor the ZooKeeper cluster. If the ZooKeeper cluster is bound to GPText, you can also start
and stop the cluster using zkManager .

Checking ZooKeeper Status
Use the zkManager utility from the command line to check the ZooKeeper cluster status. The utility lists the hosts, ports, latency, and follower/leader
mode for each ZooKeeper instance. If a node is down, its mode is listed as Down.
To check the ZooKeeper cluster status, run the zkManager state command.
$ zkManager state
20171016:12:59:47:026338 zkManager:gpdb:gpadmin-[INFO]:-Execute zookeeper state process.
20171016:12:59:47:026338 zkManager:gpdb:gpadmin-[INFO]:-Check zookeeper cluster state ...
20171016:12:59:47:026338 zkManager:gpdb:gpadmin-[INFO]:- Host port Latency min/avg/max Mode
20171016:12:59:47:026338 zkManager:gpdb:gpadmin-[INFO]:- gpdb 2189 0/0/22
follower
20171016:12:59:47:026338 zkManager:gpdb:gpadmin-[INFO]:- gpdb 2190 0/0/29
leader
20171016:12:59:47:026338 zkManager:gpdb:gpadmin-[INFO]:- gpdb 2188 0/0/27
follower
20171016:12:59:47:026338 zkManager:gpdb:gpadmin-[INFO]:-Done.

In a database session, you can use the gptext.zookeeper_hosts() function to list the ZooKeeper hosts.
=# SELECT * FROM gptext.zookeeper_hosts();
host | port
--------+-----gpdb51 | 2188
gpdb51 | 2189
gpdb51 | 2190
(3 rows)

Starting and Stopping the ZooKeeper Cluster
If the ZooKeeper cluster was installed by the GPText installer, the zkManager utility can start or stop the ZooKeeper cluster. To start the cluster, run the
zkManager
start

command.

$ zkManager start
20171016:16:14:46:017845 zkManager:gpdb:gpadmin-[INFO]:-Execute zookeeper start process
20171016:16:14:46:017845 zkManager:gpdb:gpadmin-[INFO]:-----------------------------------------------20171016:16:14:46:017845 zkManager:gpdb:gpadmin-[INFO]:-Starting Zookeeper:
20171016:16:14:46:017845 zkManager:gpdb:gpadmin-[INFO]:-----------------------------------------------20171016:16:14:46:017845 zkManager:gpdb:gpadmin-[INFO]:- Host Zookeeper Dir
20171016:16:14:46:017845 zkManager:gpdb:gpadmin-[INFO]:- gpdb /data/master/zoo0
20171016:16:14:46:017845 zkManager:gpdb:gpadmin-[INFO]:- gpdb /data/master/zoo1
20171016:16:14:46:017845 zkManager:gpdb:gpadmin-[INFO]:- gpdb /data/master/zoo2
20171016:16:14:48:017845 zkManager:gpdb:gpadmin-[INFO]:-Check zookeeper cluster state ...
20171016:16:14:53:017845 zkManager:gpdb:gpadmin-[INFO]:-Done.

To stop ZooKeeper, run the zkManager stop command.
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$ zkManager stop
20171016:16:14:08:016499 zkManager:gpdb:gpadmin-[INFO]:-Execute zookeeper stop process.
20171016:16:14:08:016499 zkManager:gpdb:gpadmin-[INFO]:-----------------------------------------------20171016:16:14:08:016499 zkManager:gpdb:gpadmin-[INFO]:-Stop Zookeeper:
20171016:16:14:08:016499 zkManager:gpdb:gpadmin-[INFO]:-----------------------------------------------20171016:16:14:08:016499 zkManager:gpdb:gpadmin-[INFO]:- Host Zookeeper Dir
20171016:16:14:08:016499 zkManager:gpdb:gpadmin-[INFO]:- gpdb /data/master/zoo0
20171016:16:14:08:016499 zkManager:gpdb:gpadmin-[INFO]:- gpdb /data/master/zoo1
20171016:16:14:08:016499 zkManager:gpdb:gpadmin-[INFO]:- gpdb /data/master/zoo2
20171016:16:14:09:016499 zkManager:gpdb:gpadmin-[INFO]:-Done.

See the zkManager reference for more information.

Checking SolrCloud Status
You can check the status of the SolrCloud cluster and indexes by running the gptext-state utility from the command line.
To check the state of the GPText nodes and each index, run the gptext-state utility with the -D ( --details ) option:
gptext-state -D

This command reports the status of the GPText nodes and status of each GPText index.
Run gptext-state list to view just the indexes.
The gptext-state healthcheck command checks the GPText configuration files, the index status, required disk space, user privileges, and index and database
consistency. By default, the required disk space check passes if there is at least 20% disk free. You can set a different disk free threshold using the
--disk_free option. For example:
[gpadmin@gpdb-sandbox ~]$ gptext-state healthcheck --disk_free=25
20160629:15:45:24:669652 gptext-state:gpdb-sandbox:gpadmin-[INFO]:-Execute healthcheck on GPText cluster!
20160629:15:45:24:669652 gptext-state:gpdb-sandbox:gpadmin-[INFO]:-Check GPText config files ...
20160629:15:45:24:669652 gptext-state:gpdb-sandbox:gpadmin-[INFO]:-GOOD
20160629:15:45:24:669652 gptext-state:gpdb-sandbox:gpadmin-[INFO]:-Check GPText index status ...
20160629:15:45:25:669652 gptext-state:gpdb-sandbox:gpadmin-[INFO]:-GOOD
20160629:15:45:25:669652 gptext-state:gpdb-sandbox:gpadmin-[INFO]:-Checking for required disk space...
20160629:15:45:25:669652 gptext-state:gpdb-sandbox:gpadmin-[INFO]:-GOOD
20160629:15:45:25:669652 gptext-state:gpdb-sandbox:gpadmin-[INFO]:-Checking for required user privileges...
20160629:15:45:25:669652 gptext-state:gpdb-sandbox:gpadmin-[INFO]:-GOOD
20160629:15:45:25:669652 gptext-state:gpdb-sandbox:gpadmin-[INFO]:-Checking for indexes and database consistency...
20160629:15:45:27:669652 gptext-state:gpdb-sandbox:gpadmin-[INFO]:-GOOD
20160629:15:45:27:669652 gptext-state:gpdb-sandbox:gpadmin-[INFO]:-Done.

See the gptext-state utility reference for additional options.

Recovering GPText Nodes
Use the gptext-recover utility to recover down GPText nodes, for example after a failed Greenplum segment host is recovered.
With no arguments, the gptext-recover utility discovers down GPText nodes and restarts them.
With the -f (or --force ) option, if a GPText node cannot be restarted and no shards are down, the node is deleted and created again on the same host.
Missing replicas are added and the failed node and failed replicas are removed.
The -H ( --new_hosts ) option allows recreating down GPText nodes on new hosts that replace failed hosts. The down GPText nodes are deleted and
recreated on the new hosts. The argument to the -H option is a comma-separated list of the new hosts that are to replace the failed hosts. The number of
new hosts must match the number of failed hosts. If shards are down, it advises reindexing. If only some replicas are down, it recreates the replicas on the
new hosts and updates gptext.conf .
The -r option recovers replicas, but does not attempt to recover any down nodes.
Note: Before recovering GPText nodes on newly added hosts, ensure that the following GPText prerequisites have been installed on the host:
Oracle Java 1.8
Python 2.6
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The Linux lsof utility

Viewing Solr Index Statistics
You can view Solr index statistics by running the gptext-state utility from the command line.
To list all GPText indexes, enter the following command at the command line:
gptext-state list

A command line that retrieves all statistics for an index:
gptext-state --index wikipedia.public.articles

A command line that retrieves the number of documents in an index:
gptext-state --index wikipedia.public.articles --stats_columns=num_docs

A command line that retrieves num_docs and the index size :
gptext-state --index wikipedia.public.articles --stats_columns num_docs,size

Backing Up and Restoring GPText Indexes
With the gptext-backup management utility, you can back up a GPText index to a shared directory so that, if needed, you can quickly recover from a failure.
The backup can be restored to the same GPText system or to another system with the same number of Greenplum segments.
The gptext-backup management utility backs up an index and its configuration files to a shared file system, which must be accessible and writable by each
host in the Greenplum cluster. The --path command-line option specifies the location of a directory on the mounted file system. The --name option
provides a name for the backup.
The gptext-backup utility first checks that:
the GPText cluster is up
the shared file system is valid
the directory specified with the --name option does not already exist at the location specified by the --path option
The utility creates the new directory and saves one copy of each index shard to that directory, along with the index’s configuration files.
To restore an index, use the gptext-restore management utility. The GPText system you restore to must be on a Greenplum cluster with the same number of
segments. The database, schema, and base table for the index must be present.
The --index option specifies the name of the GPText index that will be restored. If the index exists, you must first drop it with the gptext.delete() userdefined function.
The --path option specifies the location of the directory containing the backup files—the directory that gptext-backup created on the shared file system.
See gptext-backup for syntax and details for running gptext-backup . See gptext-restore for syntax and details for running gptext-backup .

Expanding the GPText Cluster
The gptext-expand management utility adds GPText nodes to the cluster. There are two ways to add nodes:
Add GPText nodes to existing hosts in the cluster. This option increases the number of GPText nodes on each host.
Add GPText nodes to new hosts added by using the Greenplum gpexpand management utility to expand the Greenplum Database system.
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Adding GPText Nodes to Existing Segment Hosts
To add nodes to existing segment hosts, run the gptext-expand utility with a command like the following:
gptext-expand -e -p /data1/nodes,/data2/nodes

This example adds two GPText nodes to each host.
The -e ( --existing ) option specifies that nodes are to be added to existing hosts.
The -p ( --expand_paths ) option provides a list of directories where the new nodes’ data directories are to be created. These should be the same directories
that contain the Greenplum segment data directories and existing GPText data directories. The number of directories in the list is the number of new
nodes that are added.
A directory can be repeated in the directory list multiple times to increase the number of new GPText nodes to create. For example, if there is currently one
GPText node per host in the /data1/nodes directory, you could add three nodes with a command like the following:
gptext-expand -e -p /data1/nodes,/data2/nodes,/data2/nodes

This adds one node to the /data1/nodes directory and two nodes to the /data2/nodes directory so there are two GPText nodes in each directory.
Adding GPText nodes affects new indexes, but not existing indexes. Replicas for new indexes will be distributed across all of the nodes, including both old
nodes and the newly created nodes. Replicas for indexes that existed before running gptext-expand are not automatically moved. Rebalancing existing
replicas requires reindexing.

Adding GPText Nodes to New Hosts
Check that the following GPText prerequisites are installed on each new host added to the Greenplum Database cluster:
Oracle Java 1.8
Python 2.6 or greater
Linux lsof utility
New hosts must be reachable by all hosts in the GPText cluster, including existing hosts and the new hosts you are adding.
After expanding the Greenplum cluster with the gpexpand management utility, call gptext-expand with the -H ( --new_hosts ) option and a list of the new
hosts on which to install GPText:
gptext-expand -H newhost1,newhost2

The gptext-expand utility installs GPText binaries on the new hosts and then creates new GPText nodes on the new hosts.
Expanding a Greenplum cluster increases the number of segments, so the number of GPText index shards for existing indexes must be increased to equal
the new number of segments. This requires reindexing all existing documents. Newly created indexes will automatically be distributed among the new
shards.

Troubleshooting
GPText errors are of the following types:
Solr errors
gptext

errors

Most of the Solr errors are self-explanatory.
gptext

errors are caused by misuse of a function or utility. They provide a message that tells you when you have used an incorrect function or argument.

Monitoring Logs
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You can examine the Greenplum Database and Solr logs for more information if errors occur. Greenplum Database logs reside in:
segment-directory/pg-log

Solr logs reside in:
<GPDB path>/solr/logs

Determining Segment Status with gptext-state
Use the gptext-state utility to determine if any primary or mirror segments are down. See gptext-state in the GPText Management Utilities Reference.
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GPText High Availability
The GPText high availability feature ensures that you can continue working with GPText indexes as long as each shard in the index has at least one
working replica.
A GPText index has one shard for each Greenplum segment, so there is a one-to-one coorespondence between Greenplum segments and GPText index
shards. The shard managed by a Greenplum segment is an index of the documents that are managed by that segment.
The GPText high availability mechanism is to maintain multiple copies, or replicas, of the shard. The ZooKeeper service that manages SolrCloud chooses a
GPText instance (SolrCloud node) for each replica to ensure even distribution and high availability. For each shard, one replica is elected leader and the
Greenplum segment associated with the shard operates on this leader replica. The GPText instance managing the lead replica may or may not be on
another Greenplum host, so indexing and searching operations are passed over the Greenplum cluster’s interconnect network. SolrCloud replicates
changes made to the leader replica to the remaining replicas.
The following figure illustrates the relationships between Greenplum segments and GPText index shards and replicas. The leader replica for each shard is
shown in green and the followers are gray.

The number of replicas to create for each shard, thereplication factor, is a SolrCloud property. By default, GPText starts SolrCloud with a replication factor
of three. The replication factor for each individual index is the value of the SolrCloud replication factor when the index is created. Changing the replication
factor does not alter the replication factor for existing indexes.

Greenplum Segment or Host Failure
If a Greenplum primary segment fails and its mirror is activated, GPText functions and utilities continue to access the leader replica. No intervention is
needed.
If a host in the cluster fails, both Greenplum and GPText are affected. Mirrors for the Greenplum primary segments located on the failed host are activated
on other hosts. SolrCloud elects a new leader replica for affected shards. Because Greenplum segment mirrors and GPText shard replicas are distributed
throughout the cluster, a single host failure should not prevent the cluster from continuing to operate. The performance of database queries and indexing
operations will be affected until the failed host is recovered and the cluster is brought back into balance.

ZooKeeper Cluster Availability
SolrCloud is dependent on a working, available ZooKeeper cluster. For ZooKeeper to be active, a majority of the ZooKeeper cluster nodes must be up and
able to communicate with each other. A ZooKeeper cluster with three nodes can continue to operate if one of the nodes fails, since two is a majority of
three. To tolerate two failed nodes, the cluster must have at least five nodes so that the number of working nodes remaining after the failure are a
majority. To tolerate n node failures, then, a ZooKeeper cluster must have 2*n*+1 nodes. This is why ZooKeeper clusters usually have an odd number of
nodes.
The best practice for a high-availability GPText cluster is a ZooKeeper cluster with five or seven nodes so that the cluster can tolerate two or three failed
nodes.
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Managing GPText Cluster Health
GPText document indexing and searching services remain available as long as each shard of an index has at least one working replica. To ensure
availability in the event of a failure, it is important to monitor the status of the cluster and ensure that all of the index shard replicas are healthy. You can
monitor the SolrCloud cluster and indexes using the SolrCloud Dashboard or using GPText functions and management utilities. Access the SolrCloud
Dashboard with a web browser on any GPText instance with a URL such as http://sdw3:18983/solr . (The port numbers for GPText instances are set with the
GPTEXT_PORT_BASE

parameter in the installation parameters file at installation time.)

Refer to the Apache SolrCloud documentation for help using the SolrCloud Dashboard.

Monitoring the Cluster with GPText
The GPText gptext-state management utility allows you to query the state of the GPText cluster and indexes. You can also use gptext.index_status() to view
the status of all indexes or a specified index.
To see the GPText cluster state run the gptext-state command-line utility with the -d option to specify a database that has the GPText schema installed.
gptext-state -d mydb

The utility reports any GPText nodes that are down and lists the status of every GPText index. For each index, the database name, index name, and status
are reported. The status column contains “Green”, “Yellow”, or “Red”: - Green – all replicas for all shards are healthy - Yellow – all shards have at least one
healthy replica but at least one replica is down - Red – no replicas are available for at least one index shard
To see the distribution of index shards and replicas in the GPText cluster, execute this SQL statement.
SELECT index_name, shard_name, replica_name, node_name
FROM gptext.index_summary()
ORDER BY node_name;

To list all GPText indexes, run the gptext-state list command.
gptext-state list -d mydb

The gptext-state healthcheck command checks the health of the cluster. The -f flag specifies the percentage of available disk space required to report a
healthy cluster. The default is 10.
gptext-state healthcheck -f 20 -d mydb

See gptext-state in the Management Utilities reference for help with additional gptext-state options.
The gptext.index_status() user-defined function reports the status of all GPText indexes or a specified index.
SELECT * FROM gptext.index_status();

Specify an index name to report only the status of that index.
SELECT * FROM gptext.index_status('mydb.public.messages');

Adding and Dropping Replicas
The gptext-replica utility adds or drops a replica of a single index shard. Use the gptext.add_replica() and gptext.delete_replica() user-defined functions to
perform the same tasks from within the database.
If a replica of a shard fails, use gptext-replica to add a new replica and then drop the failed replica to bring the index back to “Green” status.
gptext-replica add -i mydb.public.messages -s shard3

Here is the equivalent, using the gptext.add_replica() function:
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SELECT * FROM gptext.add_replica('mydb.public.messages', shard3);

ZooKeeper determines where the replica will be located, but you can also specify the node where the replica is created:
gptext-replica add -i mydb.public.messages -s shard3 -n sdw3

In the gptext.add_replica() function, add the node name as a third argument.
To drop a replica, call gptext.delete_replica() with the name of the index, the name of the shard, and the name of the replica. You can find the name of the
replica by calling gptext.index_status(index_name) . The name is in the format core_noden . An optional -o flag specifies that the replica is to be deleted only if
it is down.
gptext-replica drop -i mydb.public.messages -s shard3 -r core_node4 -o

Here is the equivalent of the above command using the gptext.delete_replica() user-defined function.
SELECT * FROM
gptext.delete_replica('mydb.public.messages', 'shard3', 'cord_node4', true);
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GPText Best Practices
Each GPText/Apache Solr node is a Java Virtual Machine (JVM) process and is allocated memory at startup. The maximum amount of memory the JVM will
use is set with the -Xmx parameter on the Java command line. Performance problems and out of memory failures can occur when the nodes have
insufficient memory.
Other performance problems can result from resource contention between the Greenplum Database, Solr, and ZooKeeper clusters.
This topic discusses GPText use cases that stress Solr JVM memory in different ways and the best practices for preventing or alleviating performance
problems from insufficient JVM memory and other causes.

Indexing Large Numbers of Documents
Indexing documents consumes data in Solr JVM memory. When the index is committed, parts of the memory are released, but some data remains in
memory to support fast search. By default, Solr performs an automatic soft commit when 1,000,000 documents are indexed or 20 minutes (1,200,000
milliseconds) have passed. A soft commit pushes documents from memory to the index, freeing JVM memory. A soft commit also makes the documents
visible in searches. A soft commit does not, however, make the index updates durable; it is still necessary to commit the index with the gptext.commit()
user-defined function.
You can configure an index to perform a more frequent automatic soft commit by editing the solrconfig.xml file for the index:
$ gptext-config -f solrconfig.xml -i <db>.<schema>.<index-name>

The <autoSoftCommit> element is a child of the <updateHandler> element. Edit the <maxDocs> and <maxTime> values to reduce the time between automatic
commits. For example, the following settings perform an autocommit every 100,000 documents or 10 minutes.
<autoSoftCommit>
<maxDocs>100000</maxDocs>
<maxTime>600000</maxTime>
</autoSoftCommit>

Indexing Very Large Documents
Indexing very large documents can use a large amount of JVM memory. To manage this, you can set the gptext.idx_buffer_size configuration parameter to
reduce the size of the indexing buffer.
See Changing GPText Server Configuration Parameters for instructions to change configuration parameter values.

Determining the Number of GPText Nodes to Deploy
A GPText node is a Solr instance managed by GPText. The nodes can be deployed on the Greenplum Database cluster hosts or on separate hosts
accessible to the Greenplum Database cluster. The number of nodes is configured during GPText installation.
The maximum number of GPText nodes you can deploy is the number of Greenplum Database primary segments. However, the best practice
recommendation is to deploy fewer GPText nodes with more memory rather than to divide the memory available to GPText among the maximum number
of GPText nodes allowed. For example, if there are eight primary segments per host in the Greenplum Database cluster, the maximum number of GPText
nodes per host is eight, but you should test with two or four GPText nodes per host, adjusting the JAVA_OPTS installation parameter to divide the
memory reserved for GPText among them.

Configure Maximum JVM Heap Size
Each Solr core file consumes JVM heap memory. Adding more indexes increases JVM swapping and garbage collection frequency so that it takes longer to
create indexes and to load the core files when GPText is started. If you continue to create indexes without increasing the JVM heap, an out of memory error
will eventually occur.
Monitor performance at startup and during index creation and increase the JVM size when you begin to see degraded performance. You can also use tools
such as jconsole, included with the Java Developer Kit, to monitor Java heap usage. If garbage collections are occurring too frequently and freeing too
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little memory, JVM heap should be increased.
The JVM size is initially configured during GPText installation by setting the JAVA_OPTIONS parameter in the installation configuration file. After
installation, use the gptext-config command -o option to increase the JVM heap size. For example, this gptext-config command sets the JVM maximum
heap to 4GB:
$ gptext-config -o "-Xmx=4096M"

Manage Indexing and Search Loads
With high indexing or search load, JVM garbage collection pauses can cause the Solr overseer queue to back up. For a heavily loaded GPText system, you
can prevent some performance problems by scheduling document indexing for times when search activity is low.

Terms Queries and Out of Memory Errors
The gptext.terms() function retrieves terms vectors from documents that match a query. An out of memory error may occur if the documents are large, or if
the query matches a large number of documents on each node. Other factors can contribute to out of memory errors when running a gptext.terms() query,
including the maximum memory available to the Solr nodes ( -Xmx value in JAVA_OPTS ) and concurrent queries.
If you experience out of memory errors with gptext.terms() you can set a lower value for the term_batch_size GPText configuration variable. The default value
is 1000. For example, you could try running the failing query with term_batch_size set to 500. Lowering the value may prevent out of memory errors, but
performance of terms queries can be affected.
See GPText Configuration Parameters for help setting GPText configuration parameters.

Configure File System Caching for ZooKeeper
Good Solr performance is dependent on fast response for ZooKeeper requests. ZooKeeper performs best when its database is cached so it does not have
to go to disk for lookups. If you find that ZooKeeper JVMs have frequent disk accesses, look for ways to improve file caching or move ZooKeeper disks to
faster storage.
The ZooKeeper zkClientTimeout parameter is the time a client is allowed to not talk to ZooKeeper before having its session expired.
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Glossary
A
analyzer
Defines the set of terms for a Solr index field. An analyzer consists of a tokenizer and a set of optional filters to be applied to the input text. For
example, an analyzer can consist of a WhiteSpaceTokenizerFactory followed by a LowerCaseFilterFactory as a filter. See also: taxonomy.

B
bigram
A sequence of two adjacent elements in a token string. A sequence of three consecutive tokens is a trigram and a sequence of n consecutive tokens
is an n-gram.
binary classification
The process of sorting data into one of two categories, for example, classifying a given text according to whether the text is associated with a
positive or negative sentiment.
Classification problems with more than two classes into which the data is to be categorized are called multiclass classification problems.

C
centroid
In clustering problems, a centroid represents the approximate center of a cluster.
A centroid does not have to map directly to a data point in the cluster. For example, in k-means clustering the coordinates of a centroid are the
mean of the coordinates of data points (documents) pertaining to that cluster and are constantly updated as new data point assignments are made.
cluster
A set of identical data points. For example, if some documents are to be grouped into three clusters, the result of a machine learning algorithm is
three clusters: all the documents within a particular cluster are similar to each other, but different from the documents in other clusters. The results
and the quality of the clusters depend on various factors, including the algorithm used, the parameters that were configured, and set of features
used.
collection
A complete, logical index in a GPText or SolrCloud system. A logical index is composed of multiple shards. A GPText collection has one shard per
Greenplum segment.
config set
The Solr configuration files that define the structure and configuration of a GPText index, such as managed-schema and solrconfig.xml . These
files are stored in ZooKeeper.
core
A replica of a shard, implemented in GPText and SolrCloud as a Lucene index. Also called Solr Core.
corpus
A collection of documents. Plural: corpora.

D
dictionary
A list of unique words or terms from the documents that comprise the vocabulary of the document collection.
dimension
A generalized term for a feature of data, such as word counts in a document. Dimensions are typically large in number.
An n-dimensional vector is a vector according to which a document can be expressed in an n-dimensional feature space. For example, if your
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dictionary contains n unique terms, a document could be expressed in an n–dimensional vector where each position contains the count with which
a particular term from the dictionary appears in that document. A feature space could be the entire dictionary or could be another dictionary (or set
of features) extracted by using feature selection.
dimensionality reduction
The process of reducing the dimensions (or features) according to which the data (or documents) is expressed in a feature space. For example,
selecting terms (or features) from the dictionary that appear in more than k documents in the entire corpus gives one set of reduced dimensions.

L
lead replica
A replica that has been elected leader for a shard. When documents are indexed, SolrCloud sends them to the lead replica for the shard and the lead
distributes them to all of the shard’s remaining replicas. Also called leader.

M
machine learning
A branch of artificial intelligence that focuses on the construction and study of systems that can learn from data.

N
natural language processing
A field of study that combines computer science, artificial intelligence, and liguistics to study interactions between computers and human
languages.

O
ontology
The formal representation of knowledge as a set of concepts (ideas, entities, events) and their properties and relations according to a system of
categories within a domain. Ontologies provide the structural frameworks for organizing information for fields such as artificial intelligence.
Ontology is not a synonym for taxonomy.

P
proximity, term proximity
A search that looks for documents in which two or more separately matching term occurences are within a specified distance (a number of
intermediate words or characters).

Q
query parser
A component that parses the input queries provided for search.

R
replica
A single copy of a shard, managed as a Solr core. One replica for each shard is elected as thelead replica, or leader. All updates and searches are
directed to the lead replica; changes are replicated from the lead to the remaining replicas.
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S
sentiment analysis
Classifies opinions expressed in text documents into categories such as “positive” and “negative”.
shard
A logical piece or slice of a collection. In GPText, there is one shard for each Greenplum Database segment. A shard is made up of one or more
replicas. One replica is elected the lead shard, or leader, and updates to the leader are replicated to the other replicas.
silhouette coefficient (SC)
A quantitive measure of data clustering performance. SC measures how tightly grouped all the data in the cluster are. Its values range between –1
and 1. Values near 1 indicate that clustering was good, and values near -1 indicate that clustering was not good and the data point must have been
assigned to another cluster. Values near 0 indicate that the cluster assignment was ambiguous, and the data point is somewhere on the boundary of
the cluster.
sparse vector
A vector whose elements are mostly zeros or are unpopulated. See the Getting Started with GPText Guide for more information.
stem
The part of a word that is common to all its inflected variants (how you modify a word to express its different grammatical categories, for example,
by conjugating a verb). For example, receives, receiving, and received all derive from the stem “receiv”.
stemming
The process for reducing an inflected or derived word to its stem, base, or root form. The stem is not necessarily the same as the root form. For
example, receives, receiving, and received all derive from the stem “receiv”; the root form is receive.
support vector machine (SVM)
A supervised learning model that classifies data by analyzing the data, recognizing patterns in the data, and placing the data in specific classes.
Applications include sentiment analysis, separating spam email from legitimate email, and, if the Sorting Hat were an SVM, determining the House
to which new Hogwarts students are assigned.

T
taxonomy
A hierarchical system of classification; a method for dividing terms, concepts, or other entities into ordered groups or categories. Taxonomies differ
from ontologies in that they are generally focused, simple tree relationships, and ontologies have wider, broader scopes.
term
A distinct word or value within a field.
TF-IDF score
Term frequency-inverse document frequency. A numeric statistic that reflects how important a word is to a set of documents. The tf-idf score
increases proportionate to the number of times a word appears in a document.
TF-IDF vector
A vector containing tf-idf scores.
token
Units into which an input string is broken. For example, a token can be individual terms in a bigram (multiple terms) or trigram that appear in the
input text.
tokenizer
Breaks a stream of text into tokens based on delimiters, the separators that specify the characters to consider as the token boundaries, or some
regular expressions. For example, a delimiter could be a white space.
Tokenizers are not aware of fields in a document.
token filter
Takes a stream of tokens produced by a tokenizer, examines each token, and either passes the token along or discards it. For example, a token filter
may remove white space, unnecessary words such as “a”, “an”, or “the”, or remove dots from acronyms. Token filters produce another stream of
tokens that can be input to other token filters.

U
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Universal Query Parser
The GPText Universal Query Parser parses queries containing expressions supported by any supported query parser.

Z
ZooKeeper
Apache ZooKeeper is a server product that provides cluster management services such as centralized configuration management, load balancing,
and failover. It is a SolrCloud requirement. ZooKeeper handles leader elections for SolrCloud replicas. For high availability, ZooKeeper is deployed
as a cluster of 3, 5, or 7 nodes. The ZooKeeper cluster can be deployed with GPText on the same cluster hosts or an existing ZooKeeper cluster can
be used.
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GPText References
This guide provides reference information about Pivotal GPText functions and command-line utilities.
GPText Functions
Management Utilities
GPText and Solr Data Type Mappings
GPText Schema Tables
GPText Configuration Parameters
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GPText Function Reference
The following functions are available in Pivotal GPText.

Indexing
gptext.create_index() – creates an empty index.
gptext.create_index_external() - creates an index for external documents.
gptext.index() – populates an index.
gptext.index_external() - adds documents to an external index.
gptext.commit_index() – finalizes index operations.
gptext.enable_terms() – enables term vectors and positions to allow extracting terms and their positions from text fields.

Modifying or Deleting an Index
gptext.add_field() – adds a field to an index.
gptext.delete() – deletes documents matching a search query.
gptext.drop_field() – deletes a field from an index.
gptext.drop_index()– deletes an index.

Search
gptext.search() – searches an index.
gptext.search_count() – returns number of documents that match search.
gptext.search_external() - searches a GPText external index.
gptext.gptext_retrieve_field – extracts a single field from the rf search result column as text.
gptext.gptext_retrieve_field_int – extracts a single field from the rf search result column and converts to an integer.
gptext.gptext_retrieve_field_float – extracts a single field from the rf search result column and converts to a float.
gptext.highlight() – returns search result with search term highlighted.
gptext.highlight_external() – applys highlighing to search results from external indexes.

Faceted Search
gptext.faceted_field_search() – search, faceted by fields.
gptext.faceted_query_search() – search, faceted by queries.
gptext.faceted_range_search() – search, faceted by defined ranges.

Working With Terms
gptext.enable_terms() – enables term vectors and positions.
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gptext.terms() – gets the term vectors for the indexed documents in a Solr index for the specified field.

Configuration and Monitoring
gptext.cluster_status() - shows status of indexes managed by the GPText cluster.
gptext.index_status() – shows status of replicas for an index or for all indexes.
gptext.live_nodes() – lists active Solr nodes.
gptext.partition_status() - lists partitioned indexes and child partitions.
gptext.reload_index() – reloads Solr configuration files.
gptext.version() – returns version of GPText installation.
gptext.zookeeper_hosts() – returns a list of the ZooKeeper host names and ports.

High Availability
gptext.add_replica() – Adds a replica of an index shard.
gptext.delete_replica() – Deletes a replica of an index shard.

General Purpose Functions
gptext.count_t() – counts number of rows in a table.

Privileges
Your privileges to execute the GPText functions depend on your Greenplum Database privileges for the table from which the index is generated. For
example, if you have SELECT privileges for a table in the Greenplum database, you have SELECT privileges for an index generated from that table.
Executing index functions requires one of OWNER, SELECT, INSERT, UPDATE, or DELETE privileges, depending on the function. The OWNER is the person
who created the table and has all privileges. See the Security section of the GPText User’s Guide for information about setting privileges.
The Privileges required section for each of the GPText functions specifies the privileges required to execute that function.

Usage
The gptext functions in this section must be executed as SQL queries in the form:
SELECT * FROM gptext.function();

The examples in this document use a Greenplum database named demo set up as follows:
A table named articles in the wikipedia schema.
A table named message in the twitter schema.
See Setting Up the Sample Database for details about these tables.

Indexing
Indexing functions create, set up, populate, and finalize (commit) Solr indexes.

© Copyright Pivotal Software Inc, 2013-2017

75

2.2.0

gptext.create_index()
Creates an empty Solr index.

Syntax
gptext.create_index(<schema_name>, <table_name>, <id_col_name>,
<def_search_col_name> [, <if_check_id_uniqueness>])

or
gptext.create_index(<schema_name>, <table_name>, <p_columns>, <p_types>,
<id_col_name>, <def_search_col_name> [, <if_check_id_uniqueness>])

Parameters
<schema_name>

The name of the schema in the Greenplum database.
<table_name>

The name of the table in the Greenplum database. If the table is partitioned this must be the name of the root table.
<p_columns>

A text array containing the names of the table columns to index. If <p_columns> and <p_types> are omitted, all table columns are indexed.
The columns must be valid columns in the table. The columns identified by the <id_col_name> and <def_search_col_name> must be included in the
array.
If the <p_columns> parameter is supplied, the <p_types> parameter must also be supplied. The sizes of the <p_columns> and <p_types> arrays must
be the same.
<p_types>

A text array containing the Solr data types of the columns in the <p_columns> array.
Text types can be mapped to the name of an analyzer chain, for example <text_intl> , <text_sm> , or any type defined in the <managed_schema> . See
Map Greenplum Database Data Types to Solr Data Types for equivalent Solr data types for other Greenplum types.
The <p_types> parameter must be supplied if the <p_columns> parameter is supplied.
<id_col_name>

The name of a column in <table_name> that is unique for each row. The column must be of type int4 , int8 , varchar , text , or uuid .
<def_search_col_name>

The name of the default column to search in <table_name> , if no other column is named in a query.
<if_check_id_uniqueness>

Optional. A Boolean value. The default is true. Set to false to index a table with a non-unique ID field.

Return type
boolean

Privileges required
Only the OWNER can execute this function.

Remarks
A GPText index is a Solr collection.
The contents of the <id_col_name> column should, in most cases, be a unique ID for each row. It must be of type int4 , int8 , varchar , or text .
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If the <if_check_id_uniqueness> argument is true, the default, a document with an ID matching an existing ID cannot be added to the index.
If the <if_check_id_uniquess> argument is false, documents with duplicate IDs are allowed to be added to the index. The content of other fields may or may
not be the same as existing documents with the same ID. When a query returns multiple documents with the same ID, it is the user’s responsibility to
anticipate and handle the multiple documents. For example, a table could have a revision column that is incremented when a new version of a document
is added to the index, allowing queries that omit all but the most recent version from search results.
The name of the index created has the format:
<database_name>.<schema_name>.<table_name>

When the table is partitioned, the GPText index created for the table will contain records for all partitions. If you specify the name of a subpartition table
in this function an error is returned. The index records for documents added to the index have a __partition field containing the name of the child partition
table. See Searching Partitioned Tables for syntax to search by partitions.
Populate the new index with gptext.index() .
The number of replicas for each shard is determined when the index is created. It is the value of the gptext.replication_factor server configuration parameter,
2 by default.
If the gptext.failover_factor server configuration parameter is set, gptext.create_index() fails if the ratio of the number of GPText nodes that are up to the total
number of GPText nodes is less than the gptext.failover_factor value (from 0.0 to 1.0). Index shards can only be created on active GPText nodes, so the
gptext.failover_factor parameter prevents overloading the active GPText nodes when too many nodes are down.
To index a partitioned table, specify the name of the root table. The gptext.index() function returns an error if you specify the name of a child partition
table.

Examples
Create an index, demo.wikipedia.articles , with content as the default search field.
=# SELECT * FROM gptext.create_index('wikipedia', 'articles', 'id', 'content');

Create an index, demo.wikipedia.articles , with content as the default search field. Index the id , content , and title fields.
=# SELECT * FROM gptext.create_index('wikipedia', 'articles',
'{"id", "content", "title"}', '{"long", "text", "text"}',
'id', 'content');

gptext.create_index_external()
Creates an empty Solr index for external documents.

Syntax
gptext.create_index_external(<index_name>)

Parameters
<index_name>

The name of the index to create. The name cannot contain periods ( . ).

Notes
A GPText external index is a Solr index for documents external to Greenplum Database, for example, PDF, Microsoft Word, XML, and HTML files. Unlike
regular GPText indexes, external indexes are not associated with a Greenplum Database table, but they can be searched with GPText search functions.
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Example
#= SELECT * FROM gptext.create_index_external('gptext-docs');

gptext.enable_terms()
Enables term vectors and positions to allow extracting terms and their positions from fields of data type text .

Syntax
gptext.enable_terms(<index_name>, <field_name>)

Parameters
<index_name>

The name of the index for which you want to enable terms.
<field_name>

The name of the field for which you want to enable terms.

Return type
boolean

Privileges required
Only the OWNER can execute this function.

Remarks
Solr can mark terms and their positions in documents when indexing. This capability is disabled by default. Use gptext.enable_terms() to enable the
capability.
Call gptext.enable_terms() for each field where you want to enable terms.
After calling this function, you must index or re-index with gptext.index().

Examples
=# SELECT * FROM gptext.enable_terms('demo.twitter.message', 'message_text');
WARNING: Enable terms for field: message_text of index: demo.twitter.message successfully. Reindex data needed.
enable_terms
-------------t
(1 row)
=# SELECT * FROM gptext.index(TABLE(SELECT * FROM twitter.message), 'demo.twitter.message');
dbid | num_docs
------+---------3|
947
2 | 1020
(2 rows)
=# SELECT * FROM gptext.commit_index('demo.twitter.message');
commit_index
-------------t
(1 row)
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gptext.index()
Populates an index by indexing data in a table.

Syntax
gptext.index(TABLE(SELECT * FROM <table_name>), <index_name>)

Parameters
TABLE(SELECT * FROM <table_name>)

The table to be indexed, with data type anytable .
<index_name>

Name of the index that was created with gptext.create_index() and is to be populated.

Return type
SETOF dbid INT, num_docs
BIGINT

where dbid is the dbid of the segment that the documents were sent to, and num_docs is the number of documents that were indexed.

Privileges required
You must have the INSERT or UPDATE privilege to execute this function.

Remarks
<index_name>

must have been created with gptext.create_index() .

The arguments to the gptext.index() function must be expressions. For example, TABLE(SELECT * FROM articles) creates a “table-valued expression” from
the articles table, using the table function TABLE .
You can selectively index/update by changing the inner select list in the query.
After successfully indexing, you must commit the index with gptext.commit_index(<index_name>) .
The output includes a two-column table with dbid (the Greenplum segment ID) and num_docs (the number of documents added to the index for that
segment) as the columns.
Note:
Be careful about distribution policies:
The first parameter of gptext.index() is TABLE(SELECT * FROM <table_name>) . The query in this parameter should have the same distribution policy as
the table you are indexing. There are two cases where the query will not have the same distribution policy:
1. Your query is a join of two tables
2. You are indexing an intermediate table (staging table) that is distributed differently than the final table.
When the distribution policies differ, you must specify "SCATTER

for the query like this:

BY"
TABLE(SELECT * FROM messages SCATTER BY <distrib_id>)

,

where <distrib_id> is the distribution id used when you created your primary/final table.
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Example
=# SELECT * FROM gptext.index(TABLE(SELECT * FROM wikipedia.articles), 'demo.wikipedia.articles');
dbid | num_docs
------+---------3|
6
2|
5
(2 rows)

gptext.index_external()
Adds documents stored outside of Greenplum Database to a GPText external index.

Syntax
gptext.index_external(<url-list>, <index-name>[, <error-table>])

Parameters
<url-list>

A list of URLs for documents to add to the GPText external index. The URLs may be expressed as an array or as a table-valued expression.
<index-name>

The name of the index to which the documents are to be added.
<error-table>

The name of an error table where GPText logs errors while adding external documents to the index. If not specified, GPText logs errors in the
gptext.error_table table. If the specified table does not exist, it is created in the gptext schema. See the gptext.error_table reference for
a description of this table.

Remarks
If the document cannot be retrieved at the given URL, or an error occurs while indexing the document, GPText inserts a row in the gptext.error_table table or
the table specifed in the <error-table> argument.
The value of the GPText custom server parameter gptext.idx_segment_error_limit (default 10) is the number of errors that can occur on any one segment
before the indexing operation is canceled.
When adding a document to an external index, GPText calculates a 256-bit hash on the contents of the document. The hash is stored as a 64-byte
hexadecimal value in the sha256 field. If you later add a document with a URL matching an existing document in the index, the new document is only
added to the index if the newly calculated hash differs from the current value in the sha256 field.

Examples
This example adds a single PDF document to the index gptext-docs .
=# SELECT * FROM gptext.index_external(
'{http://gptext.docs.pivotal.io/archives/GPText-docs-213.pdf}',
'gptext-docs');
dbid | num_docs
------+---------3|
0
2|
1
(2 rows)

This example adds multiple HTML documents to the gptext-docs external index by selecting URLs from a database table. Errors will be logged in the
gptext.gptext_errrors table.
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=# DROP TABLE IF EXISTS gptext_html_docs;
=# CREATE TABLE gptext_html_docs (
id bigint,
url text)
DISTRIBUTED BY (id);
CREATE TABLE
=# INSERT INTO gptext_html_docs VALUES
(1, 'http://gptext.docs.pivotal.io/latest/topics/administering.html'),
(2, 'http://gptext.docs.pivotal.io/latest/topics/ext-indexes.html'),
(3, 'http://gptext.docs.pivotal.io/latest/topics/function_ref.html'),
(4, 'http://gptext.docs.pivotal.io/latest/topics/guc_ref.html'),
(5, 'http://gptext.docs.pivotal.io/latest/topics/ha.html'),
(6, 'http://gptext.docs.pivotal.io/latest/topics/index.html'),
(7, 'http://gptext.docs.pivotal.io/latest/topics/indexes.html'),
(8, 'http://gptext.docs.pivotal.io/latest/topics/intro.html'),
(9, 'http://gptext.docs.pivotal.io/latest/topics/managed-schema.html'),
(10, 'http://gptext.docs.pivotal.io/latest/topics/performance.html'),
(11, 'http://gptext.docs.pivotal.io/latest/topics/queries.html'),
(12, 'http://gptext.docs.pivotal.io/latest/topics/type_ref.html'),
(13, 'http://gptext.docs.pivotal.io/latest/topics/upgrading.html'),
(14, 'http://gptext.docs.pivotal.io/latest/topics/utility_ref.html'),
(15, 'http://gptext.docs.pivotal.io/latest/topics/installing.html');
INSERT 0 15
=# SELECT * FROM gptext.index_external(
TABLE(SELECT url FROM gptext_html_docs),
'gptext-docs', 'gptext_docs_errors');
dbid | num_docs
------+---------3|
6
2|
8
(2 rows)
=# SELECT * FROM gptext.gptext_docs_errors;
-[ RECORD 1 ]------------------------------------------------------------------------------------------error_time | 2000-01-01 00:25:11.282769
index_name | gptext-docs
sqlcmd |
errmsg | Code: RUNTIME_ERROR, Message: 'http://gptext.docs.pivotal.io/210/topics/ext-indexes.html. '
rawdata | http://gptext.docs.pivotal.io/latest/topics/ext-indexes.html
rawbytes |
=# SELECT * FROM gptext.commit_index('gptext-docs');
commit_index
-------------t
(1 row)

gptext.commit_index()
Finishes an index operation. The results of an indexing operation are not available until this function is called for the index.

Syntax
gptext.commit_index(<index_name>)

Parameters
<index_name>

The name of the index to commit. If the table is partitioned this must be the name of the root table.

Return type
boolean

Privileges required
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You must have the INSERT, UPDATE, or DELETE privilege to execute this function.

Remarks
Must be called after gptext.index() and gptext.delete().

Example
=# SELECT * FROM gptext.commit_index('demo.wikipedia.articles');
commit_index
-------------t
(1 row)

Modifying or Deleting an Index
You can change an index by adding or dropping fields, reverting an index to its previous state, or deleting the index.

gptext.add_field()
Adds a field to your schema if the field was added to the database after the index was created.

Syntax
gptext.add_field (<index_name>, <field_name>[, <is_default_search_col> [, <if_enable_terms>]])

Parameters
<index_name>

The name of the index to which you want to add the field. If the table is partitioned this must be the name of the root table.
<field_name>

The name of the field to be indexed.
<is_default_search_col>

Optional. Boolean value. Is this to become the default search column (field)?
<if_enable_terms>

Optional. Boolean value. Enable terms support on this field when added to the GPText index.

Return type
SETOF boolean

Privileges required
Only the OWNER can execute this function.

Remarks
Call this function for each field you add.
Before and after you add one or more fields, reload the Solr configuration files with gptext.reload_index() . The initial reload_index() call is required because
of Solr 4.0 behavior and may not be required in subsequent versions.
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After you add one or more fields, you should reindex the table and commit the index with gptext.commit_index() .

Example
Adds the field external_links to the index, then recreates, repopulates, and commits the index.
=# ALTER TABLE wikipedia.articles ADD external_links text;
ALTER TABLE
=# SELECT * FROM gptext.reload_index('demo.wikipedia.articles');
reload_index
-------------t
(1 row)
=# SELECT * FROM gptext.add_field('demo.wikipedia.articles', 'external_links', false, false);
INFO: Add field: external_links for index: demo.wikipedia.articles
add_field
----------t
(1 row)
=# SELECT * FROM gptext.reload_index('demo.wikipedia.articles');
reload_index
-------------t
(1 row)
=# SELECT * FROM gptext.commit_index('demo.wikipedia.articles');
commit_index
-------------t
(1 row)

gptext.delete()
Deletes all documents that match the search query.

Syntax
gptext.delete(<index_name>, <query>)

Parameters
<index_name>

The name of the index.
<query>

Documents matching this query will be deleted. To delete all documents use the query '*' or '*:*' .

Return type
boolean

Privileges required
You must have the DELETE privilege to execute this function.

Remarks
After a successful delete, commit the index using gptext.commit_index(<index_name>) .
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Examples
Delete all documents containing the word “unverified” in the default search field:
=# SELECT * FROM gptext.delete('demo.wikipedia.articles', 'unverified');
delete
-------t
(1 row)
=# SELECT * FROM gptext.commit_index('demo.wikipedia.articles');
commit_index
-------------t
(1 row)

Delete all documents from the index:
=# SELECT * FROM gptext.delete('demo.wikipedia.articles', '*:*');
delete
-------t
(1 row)
=# SELECT * FROM gptext.commit_index('demo.wikipedia.articles');
commit_index
-------------t
(1 row)

gptext.drop_field()
Removes a field from your schema.

Syntax
gptext.drop_field(<index_name>, <field_name>)

Parameters
<index_name>

The name of the index from which to drop the field. If the table is partitioned this must be the name of the root table.
<field_name>

The name of the field to drop.

Return type
boolean

Privileges required
Only the OWNER can execute this function.

Remarks
Call this function for each field you drop.
Before and after dropping one or more fields, you must reload the Solr configuration files with gptext.reload_index() , then commit the index with
gptext.commit_index()

.

The column __partition in indexes for partitioned database tables cannot be dropped.
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The initial reload_index() is required by Solr 4.0 behavior and may not be necessary in subsequent versions.

Example
Drops the field external_links from the index.
=# SELECT * FROM gptext.reload_index('demo.wikipedia.articles');
reload_index
-------------t
(1 row)
=# SELECT * FROM gptext.drop_field('demo.wikipedia.articles', 'external_links');
INFO: Drop field: external_links for index: demo.wikipedia.articles
drop_field
-----------t
(1 row)
=# SELECT * FROM gptext.reload_index('demo.wikipedia.articles');
reload_index
-------------t
(1 row)
=# SELECT * FROM gptext.commit_index('demo.wikipedia.articles');
commit_index
-------------t
(1 row)

gptext.drop_index()
Removes an index.

Syntax
gptext.drop_index(<index_name>)

Parameters
<index_name>

The name of the index to drop. If the database table is partitioned, this must be the name of the root table.

Return type
boolean

Privileges required
Only the OWNER can execute this function.

Remarks
A dropped index cannot be recovered.
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Example
=# SELECT * FROM gptext.drop_index('demo.wikipedia.articles');
drop_index
-----------t
(1 row)

Search
Search functions enable querying an index.

Changing the query parser at query time
When using the search functions, you can change the query parser used by Solr at query time. A different query parser may be required, depending on the
nature of the query. See Using Advanced Querying Options for a list of the query parsers GPText supports.
To change the query parser at query time, use the defType Solr option with the gptext.search() function.
To change the query parser for any search function at query time, use the Solr localParams syntax, replacing the <query> term with
'{!type=edismax}<query>'

.

With the GPText Universal Query Parser, you can use features from any of the other supported query parsers in a single query. To use the Universal Query
Parser, replace the <query> term with '{!gptextqp}<query>' . See Using the Universal Query Parser for information and examples.

gptext.search()
Searches an index.

Syntax
gptext.search(<src_tbl>, <index_name>, <search_query>, <filter_queries>[, <options>])

Parameters
<src_table>

Specifies a SELECT statement on an existing, indexed table on which to perform the search. The <src_table> parameter is an anytable data
type, specified in this format:
TABLE(SELECT * FROM <src_table>)

<index_name>

The name of the index to search. If the database table is partitioned you can specify the name of a sub-partition table to search.
<search_query>

Text value containing a Solr text search query.
<filter_queries>

A text array of filter queries, if any. If none, set this parameter to null .
<options>

An optional ampersand-delimited list of Solr query parameters. See Solr options.

Return type
SETOF gptext.search_scored_result

This is a composite type with the following columns:
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Column

Type

id

text

score

double precision

hs (conditional)

gptext hstore

rf (conditional)

text

The id column is returned as text, even if the <id_col> specified in the gptext.create_index() function is an integer type. If you order results by id or join
search results with the original table on id , you must cast the returned id column to the correct integer type in your query. For example, the following
search query casts the id returned by the search query to an INT8 type to join with the numeric id column in the wikipedia.articles table and to sort the
results numerically. However, the id column in the results is a text value and is therefore displayed left-justified.
SELECT s.id, s.score, a.title
FROM wikipedia.articles a,
gptext.search(TABLE(SELECT 1 SCATTER BY 1),
'demo.wikipedia.articles', '*:*', null) s
WHERE s.id::INT8 = a.id
ORDER BY s.id::INT8;
id | score |
title
----------+-------+--------------------------25784 | 1 | Renewable energy
27743 | 1 | Solar energy
54838 | 1 | Biogas
55017 | 1 | Fusion power
65499 | 1 | Soil salinity
113728 | 1 | Geothermal energy
213555 | 1 | Solar updraft tower
533423 | 1 | Solar water heating
608623 | 1 | Ethanol fuel
855056 | 1 | Forward osmosis
2008322 | 1 | Vehicle-to-grid
2120798 | 1 | Lithium economy
2988035 | 1 | Vortex engine
4711003 | 1 | Osmotic power
7906908 | 1 | Biomass
13021878 | 1 | Geothermal power
13690575 | 1 | Solar power
14090587 | 1 | Low-carbon power
14205946 | 1 | Algae fuel
18965585 | 1 | Pressure-retarded osmosis
22391303 | 1 | Liquid nitrogen engine
26787212 | 1 | Reverse electrodialysis
53716476 | 1 | Seaweed fuel
(23 rows)

If the <options> parameter is included in gptext.search() , the result includes the offsets column. This column contains key-value pairs, where the key is the
column name and the value is a comma-separated list of offsets to locations where the search term occurs. This data is used by the gptext.highlight()
function to add highlighting tags to the column data. If highlighting is not enabled with the 'hl=true' option, the offsets column is NULL .
If the fl option is included in the <options> parameter to specify additional fields to add to the result, the rf column contains the additional fields in a
formatted text value. The gptext.gptext_retrieve_field() function can be used to extract a single field value from the rf column. There are variants of the
gptext.gptext_retrieve_field() function to retrieve integer and float values from the rf column value.

Privileges required
You must have the SELECT privilege to execute this function.

Solr options
Solr queries allow the following optional refinements, specified as an ampersand-delimited list in the options parameter.
defType

The name of the query parser to use for this query.
Example: defType=edismax
rows

The maximum number of rows to return per segment. If omitted, all rows are returned.
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Example: rows=100 returns 100 rows per segment or all rows if there are fewer than 100.
sort

Sorts on a field or score in ascending or descending order.
Examples:
sort=score desc

(default if no sort defined)

sort=date_time asc
sort=date_time asc score desc

sorts on date_time ascending, then on score descending

start

The number of the first record to return.
Examples:
start=0
start=25

default: returned records start with record 0
returned records start with record 25

hl

Enable highlighting.
Example: hl=true
hl.fl

Comma-separated list of field names to consider when highlighting.
Examples:
hl.fl=message_text
hl.fl=title,content
fl

Comma-separated list of fields to include in search results. The fields must have been set to stored=true in the managed-schema for the index.
Example: fl=title,refs

Remarks
The output includes a table with columns id (the ID named in gptext.create_index()) and score (the tf-idf score). A column named offsets is
included if highlighting is specified in the options parameter. A column named rf is included when a list of additional fields to include is specified
in the <options> parameter.
To change the query parser at query time, specify the defType option in the options parameter list. For example, setting the options parameter to
'rows=100&defType=edismax'

limits the output to 100 rows per segment and will change the query parser to edismax .

The TABLE query is planned and affects the estimate for gptext.search() , but does not execute. For example, if your query includes
gptext.search(TABLE(SELECT * FROM t), ...)

the query planner estimates the number of results as the number of rows in t . This can cause the query planner to ignore the use of an index scan.
Use a query like TABLE(SELECT 1 SCATTER BY 1) to avoid this issue.
If you do not specify options, gptext.search() returns all rows.
The options separator has changed from comma to ampersand (&) in order to support highlighting. If you do not use highlighting, you can revert to
using the comma separator by setting the gptext.search_param_separator to ',' .
The Solr option rows specifies the maximum number of rows to return per segment. For example, if you have four segments, 'rows=100' returns at
most a total of 400 rows. To limit the number of rows returned for an entire query, set a LIMIT in the SQL query. For example, the following query
returns at most 20 rows for the query:
=# SELECT t.id, q.score, t.message_text FROM twitter.message t,
gptext.search(TABLE(SELECT 1 SCATTER BY 1), 'demo.twitter.message',
'*:*', null, null) q
WHERE t.id=q.id::int8 LIMIT '20';

The gptext hstore type is a limited form of the Postgres hstore type. It only has the hstore input and output functions implemented, as gptext_hstore_in
and gptext_hstore_out .
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Examples
Runs a GPText query that looks for Wikipedia articles that contain the term “optimization”, and joins the results to the original Greenplum Database
articles table:
=# SELECT a.id, a.title, q.score
FROM wikipedia.articles a,
gptext.search(TABLE(SELECT * FROM wikipedia.articles),
'demo.wikipedia.articles', 'optimization', null) q
WHERE a.id = q.id::int8 ORDER BY score DESC;
id |
title
| score
----------+---------------------------+-----------213555 | Solar updraft tower
| 1.5528862
18965585 | Pressure-retarded osmosis | 0.89540845
7906908 | Biomass
| 0.8692636
25784 | Renewable energy
| 0.7473389
533423 | Solar water heating
| 0.7186527
608623 | Ethanol fuel
| 0.6943706
27743 | Solar energy
| 0.6943706
2008322 | Vehicle-to-grid
| 0.6352812
55017 | Fusion power
| 0.6347449
14205946 | Algae fuel
| 0.6347449
13690575 | Solar power
| 0.58286035
(11 rows)

Returns 5 rows from each segment with the text “iphone” highlighted in the message_text column. This example requires that you have enabled terms
on the message_text field in the demo.twitter.message table. See the example in the gptext.enable_terms() reference.
=# SELECT t.id,
gptext.highlight(t.message_text, 'message_text', s.hs) message
FROM twitter.message t,
gptext.search(TABLE(SELECT 1 SCATTER BY 1),
'demo.twitter.message','{!gptextqp}iphone', null,
'rows=5&hl=true&hl.fl=message_text' ) s
WHERE t.id = s.id::int8;
id |
message
----------+-------------------------------------------------------------------------------------------------------------------19714120 | @ayee_Eddy2011 I love pancakes too! #<em>iPhone</em> #app
19284329 | #nowplaying on my <em>iPhone</em>: Daft Punk - "Digital Love"
19416451 | I'm in love with my new <em>iPhone</em>(:
20257190 | Love my #<em>iphone</em> - only problem now? I want an #Ipad!
20759274 | Dropped frutopia on
: My phone... #ciaowaterdamage I hate <em>iPhones</em>.
20473459 | i love my iphone4 but I'm excited to see what the iphone5 has to offer #ga
dgets #<em>iphone</em> #apple #technology
19424811 | I hate
: <em>iPhones</em>:
20663075 | RT @indigoFKNvanity: I hate the auto correct on <em>iPhones</em> !!!!!!!!!
20350436 | I absolutely love how fast this phone works. Love the <em>iPhone</em>.
20042822 | @KDMC23 ohhhh!!! I hate <em>Iphone</em> Talk!
(10 rows)

gptext.search_count()
Returns the number of documents that match the search query.

Syntax
gptext.search_count(<index_name>, <search_query>, <filter_queries>, <options>)

Parameters
<index_name>

The name of the index.
<search_query>

The search query.
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<filter_queries>

A comma-delimited array of filter queries, if any. If none, set this parameter to null .
<options>

An optional ampersand-delimited list of Solr query parameters. See Solr options.

Return type
bigint

Privileges required
You must have the SELECT privilege to execute this function.

Example
=# SELECT * FROM gptext.search_count('demo.wikipedia.articles', 'bubble', null);
count
------3
(1 row)

gptext.search_external()
Searches a GPText external index.

Syntax
gptext.search_external(<table-exp>, <index_name>, <search_query>,
<filter_queries>[, <options>])

Parameters
<table>

A table-valued expression. Because external indexes are not associated with a database table, this parameter is ignored. An expression like the
following is sufficient:
TABLE(SELECT 1 SCATTER BY 1)

<index_name>

The name of the GPText external index to search.
<search_query>

Text value containing a Solr text search query.
<filter_queries>

A text array of filter queries, if any. If none, set this parameter to null .
<options>

An optional ampersand-delimited list of Solr query parameters. See Solr options.

Return type

SETOF gptext.search_external_result

This type has the following columns:
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Column

Type

id

text

title

text

subject

text

description

text

comments

text

author

text

keywords

text

category

text

resourcename

text

url

text

content_type

text

last_modified

text

links

text

sha256

text

content

text

score

double precision

meta

text

The last column, meta is present only if the optional <options> argument is included in the search.

Remarks
When you add an external document to the index, Apache Tika extracts a core set of metadata from the document, the columns listed in the Return
type section. If any of these core metadata values are not present or do not exist in the document type, the value of the column in the result row is null.
If the <options> argument is supplied, the results contain an additional text column named meta . The meta column contains additional document-typespecific metadata. You can use the gptext.gptext_retrieve_field() function and its variants to extract individual metadata values by name from the meta
column.
If the <options> argument contains the fl=<list> Solr option, Solr returns values only for the columns included in <list> and the id , score , and meta
columns. Other columns in the result set will have null values. It is more efficient to filter out columns in Solr than to retrieve all columns from Solr and
then choose a subset of columns in the SQL SELECT statement.

Examples
Finds HTML documents containing the term “facet”.
=# \x on
=# SELECT id, title
FROM gptext.search_external(TABLE(SELECT 1 SCATTER BY 1), 'gptext-docs',
'facet', '{content_type:*html*}');
-[ RECORD 1 ]-------------------------------------------------------id | http://gptext.docs.pivotal.io/latest/topics/function_ref.html
title | GPText Function Reference |
| Pivotal GPText Docs
-[ RECORD 2 ]-------------------------------------------------------id | http://gptext.docs.pivotal.io/latest/topics/queries.html
title | Querying GPText Indexes |
| Pivotal GPText Docs
-[ RECORD 3 ]-------------------------------------------------------id | http://gptext.docs.pivotal.io/latest/topics/guc_ref.html
title | GPText Configuration Parameters |
| Pivotal GPText Docs

Although just two columns are in this result set, the data Greenplum Database receives from Solr includes all core metadata fields, including the
content field, which contains the full text of the document. The next example shows how to limit the data transferred from Solr to Greenplum Database
with the Solr options argument.
This example lists the id , title , sha256 , and score columns from the core metadata and extracts meta_creation_date from the additional metadata
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supplied for PDF documents in the gptext-docs external index. The fl=title,sha256 Solr option prevents Solr from transferring unneeded fields from the
index to Greenplum Database. (The id and score columns are always transferred.)
=# \x on
=# SELECT id, title, sha256, score,
gptext.gptext_retrieve_field(meta, 'meta_creation_date') created
FROM gptext.search_external(TABLE(SELECT 1 SCATTER by 1), 'gptext-docs', '*:*',
'{content_type:*pdf*}', 'fl=title,sha256');
-[ RECORD 1 ]------------------------------------------------------------id
| http://gptext.docs.pivotal.io/archives/GPText-docs-213.pdf
title | Pivotal GPText 2.1.3 Documentation | Pivotal GPText Docs
sha256 | 2E063DF5037B9ACC6E180681AE6838077BC5F7A362B4A1E67D9D8FF3E4DD7F3D
score | 1
created | 2017-09-22T17:22:54Z,2017-09-22T17:22:54Z
-[ RECORD 2 ]------------------------------------------------------------id
| http://gpdb.docs.pivotal.io/latest/pdf/GPDB510Docs.pdf
title | Version 5.1.0
sha256 | AF0B71D032C99A6BE817E1FA2FB774EB7B4D47D75A755ABF54F4F60FEBB92FF7
score | 1
created | 2017-10-31T19:12:41Z,2017-10-31T19:12:41Z

gptext.gptext_retrieve_field()
Retrieves a single field from the rf or meta search result column as a text value.

Syntax
gptext.gptext_retrieve_field(rf | meta, <field_name>)

Parameters
rf | meta

The name of the column in which GPText returns fields. This is rf for search results from regular GPText indexes and meta for search results from
GPText external indexes.
<field_name>

The name of the field to retrieve.

Remarks
The fl=<field_list> Solr search option is added to the <options> parameter of the gptext.search() function to request additional stored fields. The additional
fields are returned in the results in a column named rf ( meta for external indexes). This column value has a format like the following:
column_value { name: "_version" value: "1544714234398507008" } column_value { name: "revision" value: "9.70" } column_value { name: "author" value: "jdough" }

The gptext.gptext_retrieve_field() function extracts the value for a single specified field and returns it as a text value. If there is no field with the specified name
in the rf column, it returns NULL.
Storing additional fields in an index requires editing managed-schema to specify the fields that should be stored. See Storing Additional Fields in an Index
for instructions.

gptext.gptext_retrieve_field_int()
Retrieves a single field from the rf or meta search result column as an integer value.

Syntax
gptext.gptext_retrieve_field_int(rf | meta, <field_name>)
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Parameters
rf | meta

The name of the column containing fields to be retrieved. For regular GPText indexes, it is rf . For GPText external indexes it is meta .
<field_name>

The name of the integer field to retrieve.

Remarks
The gptext.gptext_retrieve_field_int() function is the same as the gptext.gptext_retrieve_field() function, except that the extracted field value is converted to an
integer value.

gptext.gptext_retrieve_field_float()
Retrieves a single field from the search result column as a float value.

Syntax
gptext.gptext_retrieve_field_float(rf | meta, <field_name>)

Parameters
rf | meta

The name of the column containing fields to be retrieved. For regular GPText indexes, it is rf . For GPText external indexes it is meta .
<field_name>

The name of the float field to retrieve.

Remarks
The gptext.gptext_retrieve_field_float() function is the same as the gptext.gptext_retrieve_field() function, except that the extracted field value is converted to a
float value.

gptext.highlight()
Highlights terms by inserting markup tags into data.

Syntax
gptext.highlight(<column_data>, <column_name>, <offsets>)

Parameters
<column_data>

The text data from the table which is to be tagged with highlighting tags.
<column_name>

The name of the corresponding column from the table.
<offsets>

A gptext hstore value that contains key-value pairs that indicate the locations of the text to highlight within the column data. See Remarks for
information about the gptext hstore data type.
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Prequisite
To use highlighting, term vectors must be enabled before creating the index. To enable term vectors, call gptext.enable_terms() for each field
where you want to enable terms, then index or re-index with gptext.index() .

Remarks
The offsets parameter is a gptext hstore , where each key is a column name and the value is a comma-separated list of offsets into the column data. This
hstore is constructed by gptext.search() with highlighting enabled in the offsets parameter.
Following is an example of the offsets hstore content:
"field1"=>"0:5,9:14","field2"=>"13:20"
gptext.highlight()

will insert two sets of tags into the field1 data and one set into the field2 data at the indicated offsets.

The
type is a limited form of the Postgres hstore type. It has only the hstore input and output functions implemented, as gptext_hstore_in
and gptext_hstore_out .
gptext hstore

The highlight tags are defined by the gptext.hl_pre_tag and gptext.hl_post_tag server configuration parameters. Their default values are <em> and
</em> , respectively.

Example

gptext.highlight_external()
Highlights terms in search results from external indexes by inserting markup tags.

Syntax
gptext.highlight_external(<table_exp>, <index>, <search_query>, <filter_queries>[, <options>])

Parameters
<table_exp>

A table expression, ignored for external indexes. An expression such as TABLE(SELECT 1 SCATTER BY 1) is sufficient.
<index>

Name of the index containing data to highlight.
<search_query>

Text value containing a Solr text search query.
<filter_queries>

A text array of filter queries, if any. If none, set this parameter to null .
<options

An optional ampersand-delimited list of Solr query parameters. See Solr options .

Remarks
The gptext.highlight_external() function searches a GPText external index and encloses the search terms in markup tags in the returned results.

Example
Search for and highlight the terms “zookeeper” and “solr” in HTML documents.
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=# SELECT id, content FROM gptext.highlight_external(TABLE(SELECT 1 SCATTER BY 1),
'gptext-docs','{!gptextqp}zookeeper AND solr', '{content_type:*html*}',
'rows=2');
-[ RECORD 1 ]------------------------------------------------------------------------------------------------------------------------id
| http://gptext.docs.pivotal.io/latest/topics/administering.html
content | includes security considerations, monitoring <em>Solr</em> index statistics, managing and monitoring <em>ZooKeeper</em>
-[ RECORD 2 ]------------------------------------------------------------------------------------------------------------------------id
| http://gptext.docs.pivotal.io/latest/topics/performance.html
content | problems can result from resource contention between the Greenplum Database, <em>Solr</em>, and <em>ZooKeeper</em> clusters
-[ RECORD 3 ]------------------------------------------------------------------------------------------------------------------------id
| http://gptext.docs.pivotal.io/latest/topics/ha.html
content | /topics/utility_ref.html GPText Management Utilities
|
rect /210/topics/type_ref.html GPText and <em>Solr</em>
-[ RECORD 4 ]------------------------------------------------------------------------------------------------------------------------id
| http://gptext.docs.pivotal.io/latest/topics/indexes.html
content | /topics/utility_ref.html GPText Management Utilities
|
rect /210/topics/type_ref.html GPText and <em>Solr</em>

Faceted Search
Faceting breaks up a search result into multiple categories, showing counts for each.

gptext.faceted_field_search()
The faceted_field_search() function breaks search results into field name categories.

Syntax
gptext.faceted_field_search(<index_name>, <query>, <filter_queries>, <facet_fields>,
<facet_limit>, <minimum>, <options>)

Parameters
<index_name>

The name of the index.
<query>

Query statement. Use *:* to query for all results.
<filter_queries>

A text array of filter queries, if any. If none, set this parameter to null .
<facet_fields>

An array of field names to facet. Use Greenplum Database array notation.
<facet_limit>

Maximum number of results to be returned for each aggregation (facet).
<minimum>

Minimum number of results required before an aggregation (facet) will be returned. Enter 0 to return all facets.
<options>

An optional ampersand-delimited list of Solr query parameters. See Solr options.

Return type
SETOF gptext.facet_field_result

This is a composite type with the following columns:
Column

Type

field_name

text

field_value

text

value_count

bigint
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Column

Type

Privileges required
You must have the SELECT privilege to execute this function.

Remarks
None.

Examples
Facet all tweets on spam and truncated fields.
=# SELECT *
FROM gptext.faceted_field_search('demo.twitter.message', '*:*', null,
'{spam, truncated}', 2, 0);
field_name | field_value | value_count
------------+-------------+------------spam
| true
|
1730
truncated | false
|
1705
truncated | true
|
25
(3 rows)

Facet on author_id , no limit, with a minimum of five tweets, all tweets. Selects five authors with at least two tweets.
=# SELECT *
FROM gptext.faceted_field_search('demo.twitter.message', '*:*', null,
'{author_id}', 5, 2);
field_name | field_value | value_count
------------+-------------+------------author_id | 102185050 |
9
author_id | 202305785 |
2
author_id | 64111799 |
2
author_id | 45326213 |
2
author_id | 195035308 |
2
(5 rows)

gptext.faceted_query_search()
The faceted_query_search() function breaks search results into categories defined by queries that you provide.

Syntax
gptext.faceted_query_search(<index_name>, <query>, <filter_queries>,
<facet_queries>, <options>)

Parameters
<index_name>

The name of the index.
<query>

Query statement. Use *:* to query for all results.
<filter_queries>

A text array of filter queries, if any. If none, set this parameter to null .
<facet_queries>

Type: text[]. Required. An array of facet queries.
<options>

An optional ampersand-delimited list of Solr query parameters. See Solr options.
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Return type
SETOF
gptext.facet_query_result

This is a composite type with the following columns:
Column

Type

query_name

text

value_count

bigint

Privileges required
You must have the SELECT privilege to execute this function.

Remarks
None.

Example
This example uses Solr queries to divide twitter authors into three classes based on number of followers.
=# SELECT *
FROM gptext.faceted_query_search('demo.twitter.message', '*:*', null,
'{author_followers_count:[0 TO 5], author_followers_count:[6 TO 10],
author_followers_count:[11 TO *]}');
query_name
| value_count
----------------------------------+------------author_followers_count:[0 TO 5] |
39
author_followers_count:[11 TO *] |
1632
author_followers_count:[6 TO 10] |
36
(3 rows)

gptext.faceted_range_search()
The faceted_range_search() function breaks search results into range categories over a numeric or date field, with ranges defined by the <range_start> ,
<range_end>

, and <range_gap> arguments.

Syntax
gptext.faceted_range_search(<index_name>, <query>, <filter_queries>,
<field_name>, <range_start>, <range_end>, <range_gap>, <options>)

Parameters
<index_name>

The name of the index.
<query>

Query statement. Use *:* to query for all results.
<filter_queries>

A text array of filter queries, if any. If none, set this parameter to null .
<field_name>

The name of the field on which to facet.
<range_start>

Beginning of the range.
<range_end>
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End of the range.
<range_gap>

Size of range increment, a text value.
<options>

An optional ampersand-delimited list of Solr query parameters. See Solr options.

Return type
SETOF gptext.facet_range_result

This is a composite type with the following columns:
Column

Type

field_name

text

range_value

text

value_count

bigint

Privileges required
You must have the SELECT privilege to execute this function.

Example
Facet on date range from midnight August 1, 2011 to midnight November 1, 2011, with a 7-day gap.
=# SELECT *
FROM gptext.faceted_range_search('demo.twitter.message', '*:*', null,
'created_at', '2011-08-01T00:00:00Z',
'2011-11-01T00:00:00Z', '+7DAY');
field_name | range_value
| value_count
------------+----------------------+------------created_at | 2011-08-01T00:00:00Z |
0
created_at | 2011-08-08T00:00:00Z |
0
created_at | 2011-08-15T00:00:00Z |
0
created_at | 2011-08-22T00:00:00Z |
52
created_at | 2011-08-29T00:00:00Z |
189
created_at | 2011-09-05T00:00:00Z |
545
created_at | 2011-09-12T00:00:00Z |
0
created_at | 2011-09-19T00:00:00Z |
109
created_at | 2011-09-26T00:00:00Z |
69
created_at | 2011-10-03T00:00:00Z |
59
created_at | 2011-10-10T00:00:00Z |
206
created_at | 2011-10-17T00:00:00Z |
147
created_at | 2011-10-24T00:00:00Z |
112
created_at | 2011-10-31T00:00:00Z |
94
(14 rows)

Working with Terms
gptext.terms()
Gets the term vectors for the indexed documents in a Solr index for the specified field. You can use gptext.terms() to create tables.

Syntax
gptext.terms(<src_table>, <index_name>, <field_name>,
<search_query>, <filter_queries>[, <options>])
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Parameters
<src_table>

An anytable value that specifies a SELECT statement on an existing, indexed table on which to perform the search. Specify in the format:
TABLE(SELECT * FROM <src_table>;)

<index_name>

The name of the index to query for terms.
<field_name>

The name of the field to query for terms.
<search_query>

A query that the field must match.
<filter_queries>

A comma-delimited array of filter queries, if any. If none, set this parameter to null .
<options>

An optional, comma-delimited list of Solr query parameters.

Return type
SETOF gptext.term_info

This is a composite type with the following columns:
Column

Type

id

text

term

text

positions

integer[]

Privileges required
You must have the SELECT privilege to execute this function.

Remarks
To enable using gptext.terms() , execute the GPText function gptext.enable_terms() , then reindex with gptext.index() .
The TABLE query is planned and affects the estimate of of gptext.terms() , but does not execute. For example, if your query includes:
gptext.terms(TABLE(SELECT * FROM t), ...)

The query planner estimates the number of results as the number of rows in t . This can cause the query planner to ignore the use of an index scan.
Use a query like TABLE(SELECT 1 SCATTER BY 1) to avoid this issue.

Examples
This example creates a terms table.
=# CREATE TABLE twitter.terms AS
SELECT * FROM gptext.terms(TABLE(SELECT * FROM twitter.message SCATTER BY 1),
'demo.twitter.message', 'message_text', 'iphone', null)
DISTRIBUTED BY (id);
SELECT 5385

Configuration and Monitoring
Index configuration and monitoring functions enable managing indexes, tracking index statistics, checking status of index segments, and ensuring that
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index contents are current.

gptext.cluster_status()
Shows Solr cluster status.

Syntax
gptext.cluster_status()

Return Type
SETOF gptext.cluster_status_result

This is a composite type with the following columns:
Column

Type

index_name

text

max_shards_per_node

integer

router

text

replication_factor

integer

auto_add_replicas

boolean

znode_version

integer

config_name

text

partitioned

boolean

Example
=# SELECT * FROM gptext.cluster_status();
index_name
| max_shards_per_node | router | replication_factor | auto_add_
replicas | znode_version |
config_name
| partitioned
-------------------------+---------------------+----------+--------------------+------------------+---------------+-------------------------+------------demo.twitter.message |
4 | implicit |
2|f
|
8 | demo.twitter.message | t
demo.wikipedia.articles |
4 | implicit |
2|f
|
8 | demo.wikipedia.articles | f
(2 rows)

gptext.index_status()
Shows status of replicas for a specified index or for all indexes.

Syntax
gptext.index_status([<index_name>])

Parameters
<index_name>

The name of the index. Optional. Returns status for all indexes if no index is specified.
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Return Type
SETOF gptext.index_status_result

This is a composite type with the following columns:
Column

Type

content_id

smallint

index_name

text

shard_name

text

shard_state

text

replica_name

text

replica_state

text

core

text

node_name

text

base_url

text

is_leader

boolean

partitioned

boolean

gptext.live_nodes()
Lists active Solr nodes and their up or down state.

Syntax
gptext.live_nodes()

Return Type
SETOF
gptext.live_nodes_result

This is a composite type with the following columns:
Column

Type

host

text

port

bigint

data_dir

text

status

text

Example
=# SELECT * FROM gptext.live_nodes();
host | port |
data_dir
| status
--------+-------+---------------------+-------gpdb51 | 18983 | /data/gpdata1/solr0 | u
gpdb51 | 18984 | /data/gpdata2/solr0 | u
(2 rows)

Remarks
The status column can be u (up) or d (down).
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gptext.partition_status()
Lists indexes on partitioned tables or child partition names in the current Greenplum database.

Syntax
gptext.partition_status([<index_name>])

Parameters
<index_name>

Optional. Returns partition status for all indexes if no index is specified.

Return Type
SETOF gptext.partition_status_result

This is a composite type with the following columns:
Column

Type

partition_name

text

inherits_name

text

level

integer

cons

text

Example
List partition status for an index.
=# SELECT partition_name, inherits_name, level
FROM gptext.partition_status('demo.twitter.message');
partition_name
| inherits_name | level
------------------------------+----------------------+------demo.twitter.message_1_prt_1 | demo.twitter.message |
demo.twitter.message_1_prt_2 | demo.twitter.message |
demo.twitter.message_1_prt_3 | demo.twitter.message |
demo.twitter.message_1_prt_4 | demo.twitter.message |
(4 rows)

1
1
1
1

Remarks
The gptext.partition_status() function can only list the index partitions for tables in the current Greenplum database.

gptext.reload_index()
Reloads Solr configuration files if they have been modified.

Syntax
gptext.reload_index(<index_name>)

Parameters
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<index_name>

Optional. The name of the index for which to reload the configuration files.

Return type
boolean

Privileges required
Only the OWNER can execute this function.

Remarks
None.

Example
=# SELECT * FROM gptext.reload_index('demo.wikipedia.articles');
reload_index
-------------t
(1 row)

gptext.version()
Returns the version of your GPText installation.

Syntax
SELECT * FROM gptext.version()

Parameters
None.

Return type
text

Privileges required
You do not need any privileges to execute this function.

Example
=# SELECT * FROM gptext.version();
version
-------------------------------Greenplum Text Analytics 2.1.3
(1 row)
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gptext.zookeeper_hosts()
Returns a list of ZooKeeper hosts and ports.

Syntax
gptext.zookeeper_hosts()

Return type
text

Remarks
This function returns a comma-separated list of ZooKeeper nodes in the the format <host-name>:<port> .

Example
=# SELECT * FROM gptext.zookeeper_hosts()
host | port
--------+-----gpdb51 | 2188
gpdb51 | 2189
gpdb51 | 2190
(3 rows)

High Availability
gptext.add_replica()
Adds a replica of an index shard.

Syntax
gptext.add_replica(<index_name>, <shard_name>[, <node_name>])

Parameters
<index_name>

Name of the index. If the index is for a partitioned database table, this must be the name of the root table.
<shard_name>

Name of the shard to replicate.
<node_name>

Name of the node where the replica is to be added. Optional. If omitted, SolrCloud chooses the node.

Return type
boolean
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Remarks
This function is used by the GPText management utility gptext-replica add .
The value of the gptext.replication_factor configuration parameter when an index is created determines how many replicas are created for each shard. In a
Greenplum system, there are the same number of shards as there are Greenplum segments. The number of replicas created for a new index is the number
of segments times the value of the gptext.replication_factor configuration parameter, 2 by default. The replicas are distributed evenly among the live GPText
nodes.
Replicas consume space on the host where they are created, so they are usually only created to replace a replica that has failed or become unavailable or
to relocate a replica to another GPText instance. When adding replicas, you should maintain equal distribution of replicas among the GPText nodes and
avoid placing multiple replicas for the same shard on the same host.
The total number of replicas for an index that can be placed on each GPText node is set when the index is created. (In Solr, this is the MaxShardsPerNode
parameter.) GPText sets this limit by calculating the number of replicas to create per node and adding an additional factor, specified in the
gptext.extension_factor server configuration parameter. This parameter can be set between 0 and 10; the default value is 2. Since the limit is set when the
index is created, it is recommended to set the gptext.extension_factor parameter to a higher number to allow new replicas to be created when necessary.

Example
=# SELECT * FROM gptext.add_replica('demo.wikipedia.articles', 'shard1');
success |
core_name
---------+----------------------------------------t
| demo.wikipedia.articles_shard1_replica3
(1 row)

gptext.delete_replica()
Deletes a named replica from the specified index and shard.

Syntax
gptext.delete_replica(<index_name>, <shard_name>, <replica_name>[, <only_if_down>])

Parameters
<index_name>

Name of the index.
<shard_name>

Name of the shard that contains the replica to delete.
<replica_name>

Name of the replica to remove.
<only_if_down>

Optional. When true, no action is taken if the replica is active. Default is false.

Return type
boolean

Remarks
Use the gptext.index_status() function to find the name of the replica to drop. Names are in the format core_nodeX , where X is a number.
This function is called from the gptext-replica drop management utility.
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Examples
1. Delete the core_node5 replica if it is down.
=# SELECT * FROM gptext.delete_replica('demo.wikipedia.articles', 'shard1', 'core_node5', true);
ERROR: Delete replica failed: Attempted to remove replica : demo.wikipedia.articles/shard1/core_node5 with onlyIfDown='true', but state is 'active'.

2. Delete the core_node5 replica even if it is active.
=# SELECT * FROM gptext.delete_replica('demo.wikipedia.articles', 'shard1', 'core_node5');
success
--------t
(1 row)

General Purpose Functions
gptext.count_t()
Counts the number of records in a table.

Syntax
gptext.count_t(<table_name>)

Parameters
<table_name>

Name of the table for which to count records.

Return type
integer

Privileges required
You need SELECT privileges on <table_name> to execute this function.

Example
=# SELECT * FROM gptext.count_t('demo.wikipedia.articles');
count_t
--------23
(1 row)
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GPText Management Utilities
Management utilities are GPText command-line utilities that are used to manage the GPText cluster. The utilities must be run on the Greenplum master as
the gpadmin user.
To ensure the GPText command-line utilities can be found on the path, source the Greenplum Database and GPText environment scripts. The Greenplum
Database environment must be set before you source the GPText environment script. For example, if both Greenplum Database and GPText are installed
in the /usr/local/ directory, enter these commands:
$ source /usr/local/greenplum-db-<version>/greenplum_path.sh
$ source /usr/local/greenplum-text-<version>/greenplum-text_path.sh

Help
To get help for a utility, specify the flag -h or --help . A short help message displays with a list of parameters.

Debugging
To get verbose output for debugging a utility, specify the flags -v or --verbose .

GPText Utilities
gptext-backup – backs up a GPText index to a shared file system.
gptext-config – performs GPText configuration options.
gptext-expand – adds new GPText nodes to existing hosts in the cluster.
gptext-installsql – installs or removes the gptext schema and user-defined functions in Greenplum databases.
gptext-migrator - installs the GPText binaries into an upgraded Greenplum Database system.
gptext-recover – restarts GPText nodes that are down.
gptext-replica – adds or drops a replica of an index shard.
gptext-restore – restores a GPText index from a backup on a shared file system.
gptext-start – starts or restarts the GPText cluster.
gptext-state – display the state of the GPText cluster and indexes.
gptext-stop – shuts down the GPText cluster.
gptext-uninstall – uninstalls GPText, including data and installed files, and ZooKeeper nodes if they were installed with the GPText installer.
gptext-upgrade - upgrades a GPText system to a new GPText version.
zkManager – checks the ZooKeeper cluster state. If ZooKeeper was installed with GPText, zkManager can start or stop the ZooKeeper cluster.

gptext-backup
Backs up a GPText index to a shared file system.

Syntax
gptext-backup -h
gptext-backup -p <path> -i <index> -n <name> [-v]

Parameters
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Parameter

Description

-h
Displays a usage message and exits.

--help
-p <path>

The path where the shared file system is mounted on each host. The file system must be accessible from
all hosts in the cluster and readable and writable by the gpadmin user.

--path <path>
-i <index_name>

The name of the GPText index to back up.

--index <index_name>
-n <backup_name>

A name for the backup.

--name <backup_name>

Example
gptext-backup -i myindex -p /mnt/backupfs/gptext-backups -n mybackup

Notes
You can back up an index so that you can restore it to a different GPText system or avoid having to reindex if the existing index becomes corrupted.
The shared file system must be mounted on all hosts with GPText nodes and must be writable by the gpadmin user. The file system could be, for example,
an NFS mount or a SSH server with sshfs support. The file system must be configured and accessible before you execute the gptext-backup utility and able
to accept connections from each host in the cluster.
The gptext-backup utility creates a new subdirectory at the specified path with the backup name specified. The command fails if the directory already
exists.
When the backup is complete, the backup directory contains the following:
backup.info
A text file containing three comma-separated strings: the database name, schema name, and index name for the index that was backed up.
backup.properties
A text file with properties that describe the backup, such as the date and time the backup started, the name of the backup, and the names of the
Solr collection and collection configuration.
zk_backup
A directory containing the following:
collection_state.json

– a JSON file describing the status of the Solr collection.

– a directory containing copies of the Solr configuration files stored in ZooKeeper for the index, for example managed, solrconfig.xml , protwords.txt , stopwords.txt .

configs/<collection-name>/
schema

snapshot.shard0 … snapshot.shard_N_
A directory for each shard, with the files containing content of the shard.
If the backup fails—for example if there is insufficient disk space—an error message is displayed, but the backup directory is not removed. Be sure to
remove the backup directory before restarting the backup.

gptext-config
Performs GPText configuration tasks:
Edit, add, or upload configuration files in ZooKeeper
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Revert configured files in ZooKeeper
Edit JVM configuration options
Upload jar files to the GPText home directory

Syntax
gptext-config -h | --help
gptext-config -f <file_name> -i <index_name> [-r] [-e] [-b]
gptext-config -a <append_file> -f <file_name> -i <index_name>
gptext-config -u <path/local_file_name> -f <path/zookeeper_file_name> [-i <index_name>]
gptext-config -j <path/jar_file>
gptext-config -o <jvm_options>
gptext-config -f <file_name> -i <index_name> -a <file_to_append>
gptext-config -k <solr_key> -s <solr_value>

Parameters
Parameter

Description

-h
--help

Displays a usage message and exits.

-i <index-name>
--index=<index-name>
-f <filename>
--file=<filename>

Name of the index. If the index is for a partitioned table, you must specify the root partition name.
The name of a file to edit, append, or upload. The -i option must be included to specify the index. The
following files are supported:
solrconfig.xml – Contains most of the parameters for configuring Solr itself (see Configuring
solrconfig.xml  at the Apache Solr web site).
schema.xml – Defines the analyzer chains that Solr uses for various different types of search fields
(see Setting up Text Analyzer Chains).
stopwords.txt – Lists words you want to eliminate from the final index. You can also edit language
specific stopwords by specifying a filename in the format stopwords_language_code.txt , where
language_code is a two-character code such as en , fr , or es .
protwords.txt – Lists protected words that you do not want to be modified by the analyzer chain.
For example, <iPhone>.
synonyms.txt
emoticons.txt

– Lists words that you want replaced by synonyms in the analyzer chain.
– Defines emoticons for the text_sm social media analyzer chain (see gptext-

start).
currency.txt – Defines exchange rates between one currency and another (see Working with
Currencies and Exchange Rates  at the Apache Solr web site).
jar_file

-e <command>
--editor=<command>
-c <stats-list>
--stats_columns=<stats-list>
-a <filename>
--append=<filename>

– the name of a jar file to upload to <GPText_Install_Directory>/lib/ .

Editor to use. Choices are any editor that takes a filename on the command line as a parameter. For
example, vi, vim, emacs, nano, etc. If absent, vi is used.
Used with the -i or --index option, specifies a comma-separated list of statistics to display. The list
may contain replication_factor , max_shards_per_node , num_docs , and size_in_bytes . If no
-c or --stats_columns option is supplied, all four statistics are displayed.
Appends a named file to a configuration file and distributes the resulting files. Requires the -f and -i
parameters. -f names the configuration file to which you want to append the file named (including
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local path) with the -a parameter.
Description

Parameter
-r
--revert <filename>
-b <n>
--batch_size=<n>
-u <local_file_path>
--upload <local_file_path>

Revert named file to previous version.

How many Solr instances to configure concurrently. The default (64) is generally more than enough. A
larger number may increase speed.
Upload a configuration file at <local_file_path> to ZooKeeper. Specify the destination ZooKeeper file
name with the -f option and specify the index name with the -i option. If you omit the -i option
you must supply the full path to the file in ZooKeeper with the -f option, for example
-f /gptext/configs/demo.wikipedia.articles/managed-schema .

-j <jarfile>
--jar=<jarfile>

-o “<JVM_Options>”

Uploads a jar file to <GPText_Install_Directory>/lib/ .

Modifies JVM options. To ensure that the JVMs are restarted after changing JVM options, restart the
GPText cluster using the gptext-stop and gptext-start utilities.

-k
--solr_prop=
-s

Sets a custom property in the solr.xml configuration file. The -k option specifies the name of the
property. The -s option specifies the value. Currently, the only custom GPText property is the
trackCommit property, which enables or disables commit tracking.

---solr_val=

Notes
Use the gptext-config utility to edit the configuration files for a specified index.
Never edit the template configuration files. If you do, every index you create after editing the templates will be created with your modified versions. Use
the gptext-config utility to ensure that you are editing the configuration files for your index, rather than the template configuration files.
gptext-config

automatically reindexes after editing files if the configuration changes made require it.

If you use the -f ( --file ) parameter to edit one of the index configuration files, GPText automatically places the edited file in its proper directory.
To move an index configuration file from the local file system to the index configuration directory in all of the segments, specify the local file with the -u (
--upload ) option and the destination file with the -f ( --file ) option.
The -k ( --solr_prop ) and -s ( --solr_val ) parameters must always be used together. They set a custom GPText property in the solr.xml configuration file.
Currently, they are only used to enable or disable commit tracking. Changes to solr.xml do not take effect until the GPText instance is restarted.

Examples
1. Edit the managed-schema file in index demo.wikipedia.articles , using the vi editor:
gptext-config -f managed-schema -i demo.wikipedia.articles -e vi

2. Append the file stopwords.add to stopwords.txt in index demo.wikipedia.articles :
gptext-config -a stopwords.add -f stopwords.txt -i demo.wikipedia.articles

3. Revert file managed-schema in index demo.wikipedia.articles after editing it.
gptext-config -f managed-schema -i demo.wikipedia.articles -r

4. Upload the local file custom.txt to the ZooKeeper file custom.conf in index demo.wikipedia.articles :
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gptext-config -u custom.txt -f custom.conf -i demo.wikipedia.articles

5. Upload jar file text.jar to the lib directory in the GPText home directory:
gptext-config -j text.jar

6. Set JVM options:
gptext-config -o "-Xms256M -Xmx400M"

gptext-expand
Expands a GPText cluster by adding new GPText nodes to existing hosts in a GPText cluster or to hosts added by the Greenplum Database gpexpand
management utility. Replicas for indexes created after the new GPText nodes are added will be distributed across the new and existing nodes. Documents
must be reindexed to rebalance replicas on existing hosts or, after expanding the Greenplum cluster, to redistribute the index to new shards.

Synax
gptext-expand -h
gptext-expand -e -p <paths> [-d <database>] [-v]
gptext-expand -H <new-hosts> [-d <database>] [-v]

Parameters
Parameter

Description

-h
--help
-e
--existing
-p
--expand_paths
-H
--new_hosts

Displays a usage message and exits.

Adds GPText nodes to existing hosts in the GPText cluster. The `-p` option must also be supplied to
specify the data directories for the new nodes.
Specifies paths to directories where the new GPText nodes’ data directories are to be created. These
directories should be parallel to the Greenplum Database segment data directories. If there is more than
one directory, place them in a comma-delimited list, for example
-p /data1/nodes,/data1/nodes,/data2/nodes . Required when expanding on existing hosts.
Specifies the new hosts on which GPText is to be installed. Place multiple host names in a commadelimited list, for example -H host1,host2,host3 . See Notes for requirements for new hosts.

-d
--database

Specifies the name of a database containing GPText schema.

-v
--verbose

Displays debug output.

Notes
The -p and -d options cannot be used together.
When new hosts are added to the Greenplum Database cluster, ensure that the following GPText prerequisites are installed before running gpexpand :
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Oracle Java 1.8
Python 2.6 or greater
Linux lsof utility
All hosts in the cluster must be able to reach the new and existing hosts.
Existing replicas are not automatically redistributed. To rebalance replicas among the expanded GPText cluster, you must reindex.
When expanding to new hosts, you must reindex to redistribute the index among existing and new shards.

gptext-installsql
Installs or removes the gptext schema and user-defined functions in databases.

Syntax
gptext-installsql -h
gptext-installsql [-c] [-v] <db_name> [<db2_name>...]

Parameters
Parameter

Description

-c
--clean

Removes the gptext schema and UDFs from the specified databases.

-h
Displays a usage message and exits.

--help
-v
--verbose

Displays debug output.

Notes
The gptext schema is reserved for use by GPText. The gptext-installsql utility drops and recreates the schema. If you add any database objects to the
schema they will be lost when you reinstall the schema or upgrade the GPText system.
The gptext schema cannot be installed in the system databases postgres , template0 , or template1 .

Examples
1. Install GPText UDFs in the gpadmin and demo databases.
$ gptext-installsql gpadmin demo
20170927:11:06:11:024015 gptext-installsql:gpdb:gpadmin-[INFO]:-Install GPText udf ...
20170927:11:06:11:024015 gptext-installsql:gpdb:gpadmin-[INFO]:-Creating 'gptext' schema and UDFs in database gpadmin...
20170927:11:06:11:024015 gptext-installsql:gpdb:gpadmin-[INFO]:-Creating 'gptext' schema and UDFs in database demo...
20170927:11:06:12:024015 gptext-installsql:gpdb:gpadmin-[INFO]:-Validating gptext installation
20170927:11:06:12:024015 gptext-installsql:gpdb:gpadmin-[INFO]:-Done.

2. Delete GPText UDFs in database gpadmin .
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$ gptext-installsql --clean gpadmin
20170927:11:10:34:024325 gptext-installsql:gpdb:gpadmin-[INFO]:-Clean GPText udf ...
20170927:11:10:35:024325 gptext-installsql:gpdb:gpadmin-[INFO]:-Connecting to database gpadmin
20170927:11:10:35:024325 gptext-installsql:gpdb:gpadmin-[INFO]:-Dropping 'gptext' schema and UDFs...
20170927:11:10:35:024325 gptext-installsql:gpdb:gpadmin-[INFO]:-Validating clean operation
20170927:11:10:35:024325 gptext-installsql:gpdb:gpadmin-[INFO]:-Done.

gptext-migrator
Migrates the current GPText system into an upgraded Greenplum Database cluster.

Syntax
gptext-migrator [-h | --help]
gptext-migrator [-v | --verbose]

Notes
The gptext-migrator utility relocates the current GPText system to a new Greenplum Database release.
The utility determines the destination Greenplum Database release from the environment. If the GPText system has already been migrated, or if the
destination Greenplum release is unsupported, gptext-migrator outputs a message and quits.
If you are upgrading GPText and Greenplum Database at the same time, complete the Greenplum Database upgrade first, and then use gtext-migrator to
add the current GPText version to the new Greenplum Database installation. Finally, use gptext-upgrade to upgrade the system to the new GPText version.

gptext-recover
Recovers GPText nodes.

Syntax
gptext-recover -h
gptext-recover -f [-v]
gptext-recover -H <new-host1>,<new-host2>,... [-v]
gptext-recover -r [-v]

Parameters
Parameter

Description

-h
--help
-f
--force
-H
--new-hosts

Displays a usage message and exits.

Forces recovery for any GPText nodes that are down. If the node is unrecoverable, deletes the node,
creates a new node, and recreates replicas.
Recover down nodes on new hosts. For example “host1,host2”. The number of new hosts must be equal
to the number of failed hosts.
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-r
--index_replicas

Recover replicas, but do not recover any down nodes.

-v
--verbose

Displays debug output.

Notes
The -f and -H options cannot be used at the same time.
If shards are down, gptext-recover advises you to reindex.
If no shards are down, gptext-recover restores any replicas that are down.
If any GPText nodes recovered using the -f or -H options fail to start, the replicas cannot be recovered. If this should happen, resolve the startup
problem with the newly created nodes, and then recover the replicas using the gptext-recover - option. It is important to recover replicas when all GPText
r

nodes are healthy so that replicas will be distributed evenly among the nodes.

gptext-replica
Add or delete a replica for an index shard.

Syntax
gptext-replica -h
gptext-replica add -i <index-name> -s <shard> [-n <node>]
gptext-replica drop -i <index-name> -s <shard> -r <replica> [-o]

Parameters
Parameter

Description

-h
--help

Displays a usage message and exits.

-i <index-name>
--index=<index-name>

Name of the index.

The name of a file to edit, append, or upload. The -i option must be included to specify the index. The
following files are supported:
solrconfig.xml – Contains most of the parameters for configuring Solr itself (see SolrConfigXml 
).
schema.xml – Defines the analyzer chains that Solr uses for various different types of search fields
(see Setting up Text Analyzer Chains).
stopwords.txt

-f <filename>
--file=<filename>

– Lists words you want to eliminate from the final index. You can also edit language

specific stopwords by specifying a filename in the format stopwords_language_code.txt , where
language_code is a two-character code such as en , fr , or es .
protwords.txt – Lists protected words that you do not want to be modified by the analyzer chain.
For example, <iPhone>.
synonyms.txt
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Parameter

emoticons.txt – Defines emoticons for the text_sm social media analyzer chain. See gptext-start.
Description
currency.txt

– Defines exchange rates between one currency and another (see Working with

Currencies and Exchange Rates

 at the Apache Solr web site).

jar_file – the name of a jar file to upload to <GPText_Install_Directory>/lib/ .
-e <command>
--editor=<command>
-a <filename>
--append= <filename>

Editor to use. Choices are any editor that takes a filename on the command line as a parameter. For
example, vi, vim, emacs, nano, etc. If absent, vi is used.
Appends a named file to a configuration file and distributes the resulting files. Requires the -f and -i
parameters. -f names the configuration file to which you want to append the file named (including
local path) with the -a parameter.

-r
--revert

Revert named file to previous version.

<filename>
-i <index>
--index= <index>

Required. The name of the index.

-s <shard>
--shard=<shard>

Required. The name of the shard to add a replica to.

-n <node>
--node=<node>

Optional. The node where the replica is to be added.

-r <replica>
--replica=<replica>

Required for the drop command only. The name of the replica to drop.

-o
--onlyifdown

Optional. Used only with the drop command. Only drop the replica if it’s down.

Notes
To find the name of a replica to drop, check gptext.index_status() . The name is core_nodeX where X is a number.

Examples
1. Add a replica for index demo.wikipedia.articles in shard shard0 , on node node1 .
gptext-replica add -i demo.wikipedia.articles -s shard0 -n node1

2. Drop the replica named core_node1 for index demo.wikipedia.articles in shard shard0 if the replica is down.
gptext-replica drop -i demo.wikipedia.articles -s shard0 -r core_node3 -o

gptext-restore
Restore a GPText index from a backup created on a shared file system with the gptext-backup utility.

Syntax
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gptext-restore -h
gptext-restore -i <index_name> -p <path> [-v]

Parameters
Parameter

Description

-h
--help

Displays a usage message and exits.

-p <path>
--path <path>

The path to the backup directory on each host.

-i <index_name>
--index <index_name>

The name of the GPText index to restore. The index must not already exist in the target GPText system.

Example
gptext-restore -i myindex -p /mnt/backupfs/gptext-backups/mybackup

Notes
Use the gptext-restore utility to restore a GPText index backup from a shared file system. You can restore the backup to a new GPText system or restore a
backup to recover a corrupted GPText index.
The index you are restoring must not exist. If you are restoring an index to recover a corrupted index, you must first delete the existing index with the
gptext.delete() UDF. The gptext-restore utility creates a new index and will output an error and quit if the index you are restoring exists.

gptext-start
Starts or restarts the GPText cluster.

Syntax
gptext-start -h
gptext-start [-r] [-s] [-v]

Parameters
Parameter

Description

-h
--help

Displays a usage message and exits.

-r
--restart

Restarts the GPText cluster.

-s
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--slow_start
Parameter

Description
Restarts the GPText cluster by starting indexes one at a time.

-v
Displays debug output.

--verbose

Notes
The gptext-start - command calls the solr
r

command to stop and restart all of the Solr instances in the cluster. The GPText utility determines if the

restart

processes are running before it completes, but it cannot verify that all of the Solr processes were stopped. If it is important to be certain that Solr
processes were stopped, for example if you have changed the JVM options, use gptext-stop followed by gptext-start instead of gptext-start - .
r

The -s ( --slow-start ) option is recommended if you have a large number of indexes. By default, when a Solr cluster starts all of the cluster’s indexes are
started at once. With a large number of indexes, the number of initial ZooKeeper requests can result in timeout errors and possible failure to start the
cluster successfully. With the -s option, GPText performs a rolling start, starting indexes one at a time, to reduce ZooKeeper contention and allow a more
stable startup. If you have more than 50 indexes and do not specify the -s option, gptext-start displays a warning message and requires you to confirm.
With the -s option, gptext-start does not return until all indexes have been started; without the -s option, the gptext-start command returns immediately.

Examples
1. Start the GPText cluster.
gptext-start

2. Restart the GPText cluster.
gptext-start -r

gptext-state
Displays the state of the GPText cluster and GPText indexes.

Syntax
gptext-state -h
gptext-state [-d <db-name>] [-D] [-v]
gptext-state -i <index-name> [-d <db-name>] [-c <col1,...>] [-v]
gptext-state list [-d <db-name>] [-v]
gptext-state healthcheck [-d <db-name>] [-f <percent>] [-v]

Parameters
Parameter

Description

-h
--help

Displays a usage message and exits.

The name of a database containing the GPText schema.
-d <db-name>

gptext-state

searches all databases for the functions it needs to run. If the user does not have access
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--database=<db-name>
Parameter

-D

permission to the database it begins with, it fails. In this case, use the --database= parameter to specify an
Description
accessible database to search.
List the status for each GPText index. When omitted, gptext-state lists counts of the numbers of

--details

indexes with Green, Yellow, and Red statuses.

-i <index-name>

The name of an index. Displays statistics for the specified index. If the <index-name> is a root or child
partition, displays any parent or child partitions. This option cannot be used with the list or

--index=<index-name>

healthcheck

subcommands.

-c <column-list>

Used with the -i or --index option, specifies a comma-separated list of statistics to display. The list

--stats_columns=<

may contain replication_factor , max_shards_per_node , num_docs , and size_in_bytes . If no
-c or --stats_columns option is supplied, all four statistics are displayed.

-f <diskfree>
--disk_free=<diskfree>

Used with the healthcheck command, specifies the percentage disk free required per host to report a
healthy GPText cluster. The default is 10.

Notes
All parameters are optional, except that -i ( --index ) is required when you specify --c ( --stats_columns ).
If you specify a subpartition name with the -i option, gptext-state displays the name of the parent table or partition from which the partition inherits. If
you specify the name of a table or partition with child partitions, gptext-state lists them.
When executed with no arguments, gptext-state displays the GPText version and counts of indexes in the Green, Yellow, and Red states.
A Green state means that all shards and replicas are healthy.
A Yellow state means that all shards are available, but one or more replicas is down.
A Red state means that one more more shards is down.
With the -D ( --details ) option specified, gptext-state lists all GPText indexes with the columns database , index_name , and state . The state column
displays the status of the index as Green , Yellow , or Red .
If any index has a Yellow or Red status, gptext-state returns a non-zero value.

Examples
1. Show the GPText cluster state.
$ gptext-state
20161216:14:01:32:029224 gptext-state:gpsne:gpadmin-[INFO]:-Check zookeeper cluster state ...
20161216:14:01:32:029224 gptext-state:gpsne:gpadmin-[INFO]:-Check GPText cluster status...
20161216:14:01:33:029224 gptext-state:gpsne:gpadmin-[INFO]:-Current GPText Version: 2.0.0
20161216:14:01:33:029224 gptext-state:gpsne:gpadmin-[INFO]:-All nodes are up and running.
20161216:14:01:34:029224 gptext-state:gpsne:gpadmin-[INFO]:-----------------------------------------------20161216:14:01:34:029224 gptext-state:gpsne:gpadmin-[INFO]:-Index state.
20161216:14:01:34:029224 gptext-state:gpsne:gpadmin-[INFO]:-----------------------------------------------20161216:14:01:34:029224 gptext-state:gpsne:gpadmin-[INFO]:- state index count
20161216:14:01:34:029224 gptext-state:gpsne:gpadmin-[INFO]:- Green 4

2. Show the GPText cluster state with details, specifying demo as a database containing the GPText schema.
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$ gptext-state -D -d demo
20170929:15:18:21:000872 gptext-state:gpdb:gpadmin-[INFO]:-Execute GPText state ...
20170929:15:18:21:000872 gptext-state:gpdb:gpadmin-[INFO]:-Check zookeeper cluster state ...
20170929:15:18:21:000872 gptext-state:gpdb:gpadmin-[INFO]:-Check GPText cluster status...
20170929:15:18:21:000872 gptext-state:gpdb:gpadmin-[INFO]:-Current GPText Version: 2.1.3
20170929:15:18:21:000872 gptext-state:gpdb:gpadmin-[INFO]:-All nodes are up and running.
20170929:15:18:22:000872 gptext-state:gpdb:gpadmin-[INFO]:-----------------------------------------------20170929:15:18:22:000872 gptext-state:gpdb:gpadmin-[INFO]:-Index state details.
20170929:15:18:22:000872 gptext-state:gpdb:gpadmin-[INFO]:-----------------------------------------------20170929:15:18:22:000872 gptext-state:gpdb:gpadmin-[INFO]:- database index name
state
20170929:15:18:22:000872 gptext-state:gpdb:gpadmin-[INFO]:- demo
demo.twitter.message
Green
20170929:15:18:22:000872 gptext-state:gpdb:gpadmin-[INFO]:- demo
demo.wikipedia.articles Green
20170929:15:18:22:000872 gptext-state:gpdb:gpadmin-[INFO]:-Done.

3. Show replication_factor and num_docs statistics for the GPText index demo.wikipedia.articles . Specify wikipedia as the database with the GPText schema.
$ gptext-state -i demo.wikipedia.articles -c replication_factor,num_docs -d demo
20170927:13:00:31:030421 gptext-state:gpdb:gpadmin-[INFO]:-Execute GPText state ...
20170927:13:00:31:030421 gptext-state:gpdb:gpadmin-[INFO]:-Check zookeeper cluster state ...
20170927:13:00:31:030421 gptext-state:gpdb:gpadmin-[INFO]:-Check GPText cluster statistics...
20170927:13:00:33:030421 gptext-state:gpdb:gpadmin-[INFO]:- Replicas Up: 5
20170927:13:00:33:030421 gptext-state:gpdb:gpadmin-[INFO]:-----------------------------------------------20170927:13:00:33:030421 gptext-state:gpdb:gpadmin-[INFO]:-Index demo.wikipedia.articles statistics.
20170927:13:00:33:030421 gptext-state:gpdb:gpadmin-[INFO]:-----------------------------------------------20170927:13:00:33:030421 gptext-state:gpdb:gpadmin-[INFO]:- replication_factor num_docs
20170927:13:00:33:030421 gptext-state:gpdb:gpadmin-[INFO]:- 2
23
20170927:13:00:33:030421 gptext-state:gpdb:gpadmin-[INFO]:-Done.

4. List all indexes.
$ gptext-state list
20170929:15:19:02:001023 gptext-state:gpdb:gpadmin-[INFO]:-Execute GPText state ...
20170929:15:19:03:001023 gptext-state:gpdb:gpadmin-[INFO]:-Check zookeeper cluster state ...
20170929:15:19:03:001023 gptext-state:gpdb:gpadmin-[INFO]:---------------------------------------------------------20170929:15:19:03:001023 gptext-state:gpdb:gpadmin-[INFO]:- Index list
20170929:15:19:03:001023 gptext-state:gpdb:gpadmin-[INFO]:---------------------------------------------------------20170929:15:19:03:001023 gptext-state:gpdb:gpadmin-[INFO]:- demo.twitter.message
20170929:15:19:03:001023 gptext-state:gpdb:gpadmin-[INFO]:- demo.wikipedia.articles
20170929:15:19:03:001023 gptext-state:gpdb:gpadmin-[INFO]:-Done.

5. Perform a health check with a 20% free disk requirement.
$ gptext-state healthcheck -f 20 -d demo
20170927:13:03:53:030843 gptext-state:gpdb:gpadmin-[INFO]:-Execute GPText state ...
20170927:13:03:53:030843 gptext-state:gpdb:gpadmin-[INFO]:-Check zookeeper cluster state ...
20170927:13:03:53:030843 gptext-state:gpdb:gpadmin-[INFO]:-Execute healthcheck on GPText cluster!
20170927:13:03:53:030843 gptext-state:gpdb:gpadmin-[INFO]:-Check GPText binary and utilities version match ...
20170927:13:03:53:030843 gptext-state:gpdb:gpadmin-[INFO]:-GOOD
20170927:13:03:53:030843 gptext-state:gpdb:gpadmin-[INFO]:-Check GPText config files ...
20170927:13:03:55:030843 gptext-state:gpdb:gpadmin-[INFO]:-GOOD
20170927:13:03:55:030843 gptext-state:gpdb:gpadmin-[INFO]:-Check GPText index status ...
20170927:13:03:55:030843 gptext-state:gpdb:gpadmin-[INFO]:-GOOD
20170927:13:03:55:030843 gptext-state:gpdb:gpadmin-[INFO]:-Checking for required disk space...
20170927:13:03:56:030843 gptext-state:gpdb:gpadmin-[INFO]:-GOOD
20170927:13:03:56:030843 gptext-state:gpdb:gpadmin-[INFO]:-Checking for required user privileges...
20170927:13:03:57:030843 gptext-state:gpdb:gpadmin-[INFO]:-GOOD
20170927:13:03:57:030843 gptext-state:gpdb:gpadmin-[INFO]:-Checking for indexes and database consistency...
20170927:13:03:58:030843 gptext-state:gpdb:gpadmin-[INFO]:-GOOD
20170927:13:03:58:030843 gptext-state:gpdb:gpadmin-[INFO]:-Done.

6. Check the status of a partitioned table.
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$ gptext-state -i demo.twitter.message
20170929:15:19:46:001205 gptext-state:gpdb:gpadmin-[INFO]:-Execute GPText state ...
20170929:15:19:46:001205 gptext-state:gpdb:gpadmin-[INFO]:-Check zookeeper cluster state ...
20170929:15:19:46:001205 gptext-state:gpdb:gpadmin-[INFO]:-Check GPText cluster statistics...
20170929:15:19:47:001205 gptext-state:gpdb:gpadmin-[INFO]:- Replicas Up: 4
20170929:15:19:47:001205 gptext-state:gpdb:gpadmin-[INFO]:-----------------------------------------------20170929:15:19:47:001205 gptext-state:gpdb:gpadmin-[INFO]:-Index demo.twitter.message statistics.
20170929:15:19:47:001205 gptext-state:gpdb:gpadmin-[INFO]:-----------------------------------------------20170929:15:19:47:001205 gptext-state:gpdb:gpadmin-[INFO]:- replication_factor max_shards_per_node num_docs size in bytes
20170929:15:19:47:001205 gptext-state:gpdb:gpadmin-[INFO]:- 2
4
1730
687494
20170929:15:19:47:001205 gptext-state:gpdb:gpadmin-[INFO]:-Child partition indexes:
20170929:15:19:47:001205 gptext-state:gpdb:gpadmin-[INFO]:- demo.twitter.message_1_prt_1
20170929:15:19:47:001205 gptext-state:gpdb:gpadmin-[INFO]:- demo.twitter.message_1_prt_2
20170929:15:19:47:001205 gptext-state:gpdb:gpadmin-[INFO]:- demo.twitter.message_1_prt_3
20170929:15:19:47:001205 gptext-state:gpdb:gpadmin-[INFO]:- demo.twitter.message_1_prt_4
20170929:15:19:47:001205 gptext-state:gpdb:gpadmin-[INFO]:-Done.

gptext-stop
Stop the GPText cluster nodes.

Syntax
gptext-stop -h
gptext-stop [-v] [-f]

Parameters
Parameter

Description

-h
Displays a usage message and exits.

--help
-v
--verbose

Displays debug output.

-f
--force

Forcefully stops all Solr processes.

Examples
1. Stop the GPText cluster.
gptext-stop

2. Force stop the GPText cluster.
gptext-stop -f

gptext-uninstall
Uninstalls GPText, including data and installed files. Uninstalls ZooKeeper nodes if they were installed with the GPText installer.
Stops any running GPText instances.
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Deletes all Solr directories in segment directories.
Deletes the installation directory.
Removes all GPText schemas and indexes from all databases.
Uninstalls ZooKeeper if it was installed with the GPText installer.

Syntax
gptext-uninstall -h | --help
gptext-uninstall [-v | --verbose]

Parameters
Parameter

Description

-h
Displays a usage message and exits.

--help
-v

Displays debug output.

--verbose

Notes
To use gptext-uninstall , you must have superuser permissions on all databases with GPText schemas.
gptext-uninstall

runs only if there is at least one database with a GPText schema.

Examples
1. Uninstall GPText.
gptext-uninstall

gptext-upgrade
Upgrades the current GPText system to a new GPText release.

Syntax
gptext-upgrade [-h | --help]
gptext-upgrade [-f <upgrade_file> | --file=<upgrade_file>] [-c | --base_check] [-v | --verbose]

Parameter

Description

-h
--help
-f <upgrade_file>
--file <upgrade_file>

Displays a usage message and exits.

Provides the path to the upgrade file. The default upgrade file is $GPPERFMONHOME/share/upgrade.yaml
.
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-c
Parameter
--base_check

By default, gptext-upgrade checks that the GPText environment can be upgraded and reports any
Description
items that must be corrected before upgrading. When the -c or --base-check option is supplied, the
environment check is omitted.

-v
--verbose

Displays debug output when executing the command.

Notes
The upgrade_file is a YAML-formatted script defining actions to upgrade a GPText system from a previous release to the current release. The file is not
intended to be edited by users. If the upgrade_file does not contain support for the previous GPText release, gptext-upgrade outputs an error message and
exits.

zkManager
Checks the ZooKeeper cluster state. If ZooKeeper was installed with GPText, zkManager can start or stop the ZooKeeper cluster.

Syntax
zkManager [-h | --help]
zkManager state [-v | --verbose]
zkManager start [-v | --verbose]
zkManager stop [-v | --verbose] [-f | --force]

Parameters
Parameter

Description

-h
--help

Display a usage message and quit.

-f
--force

When used with the stop command, performs a forced stop.

-v
--verbose

Displays debug output when executing the command.

Notes
The zkManager start and zkManager stop commands are only available if the ZooKeeper cluster was installed by the GPText installer.
By default, all gptext-* utilities check the ZooKeeper cluster state. If the cluster is not healthy, the ZooKeeper state information is displayed to warn
the user.
The nc (netcat) command must be installed on the master host. Run nc in a terminal to ensure the command is installed.

Examples
1. Start the ZooKeeper cluster, if ZooKeeper was installed by the GPText binary:
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zkManager start

2. Stop the ZooKeeper cluster, if ZooKeeper was installed by the GPText binary:
zkManager stop

3. Force stop the ZooKeeper cluster, if ZooKeeper was installed by the GPText binary:
zkManager stop -f

4. Check the state of the ZooKeeper cluster:
$ zkManager state
20160603:14:17:01:307386 zkManager:gpdb-sandbox:gpadmin-[INFO]:-Execute zookeeper state process.
20160603:14:17:01:307386 zkManager:gpdb-sandbox:gpadmin-[INFO]:- Host
port Latency min/avg/max Mode
20160603:14:17:01:307386 zkManager:gpdb-sandbox:gpadmin-[INFO]:- gpdb-sandbox.localdomain 2188 0/0/17
follower
20160603:14:17:01:307386 zkManager:gpdb-sandbox:gpadmin-[INFO]:- gpdb-sandbox.localdomain 2189 0/0/17
leader
20160603:14:17:01:307386 zkManager:gpdb-sandbox:gpadmin-[INFO]:- gpdb-sandbox.localdomain 2190 0/0/70
follower
20160603:14:17:06:307386 zkManager:gpdb-sandbox:gpadmin-[INFO]:-Done.
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GPText and Solr Data Type Mappings
The following table maps Greenplum Database data types to Solr data types.
If a Greenplum Database data type is not listed, it is a text type in Solr.
If a Greenplum Database data type is an array it is mapped to a multi-value type in Solr. For example, INT[

maps to a multi-value int Solr field.

]

Greenplum Database Type

Solr Type

bigint

long

bit

string

bool

boolean

bytea

binary

char

string

date

tdate

float4

float

float8

double

int

int

int2

int

int4

int

int8

long

interval

string

money

string

name

string

numeric

double

point

point

smallint

int

text

text

time

string

timestamp

tdate

timestamptz

tdate

timetz

string

uuid

uuid

varbit

string

varchar

text
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GPText Schema Tables
The gptext schema includes tables that GPText uses to manage the GPText cluster and to log GPText activities.

gptext.admin_history
GPText writes a record to the gptext.admin_history table when the following actions occur:
create or drop a GPText index
add or drop a field in a GPText index
back up or restore a GPText index
add or remove a ZooKeeper role on a GPText node
Column

Type

Description

time

timestamp without time zone

The time the action occurred.

user

character varying(64)

The name of the Greenplum Database role that performed the action.

action

text

A text message describing the action.

gptext.gptext_envs
The gptext.gptext_envs table is an external table containing rows with values for GPText environment variables. Currently, the only GPText environment
variable is $GPTXTHOME , which is the GPText installation directory. The source for the rows in this table is the CSV file
$MASTER_DATA_DIRECTORY/gptxtenvs.conf .
Column

Type

Description

envname

text

The name of an environment variable.

value

text

The value of the environment varialbe.

gptext.error_table
GPText writes a record in the gptext.error_table when a request to add a document to a GPText external index fails. Users can optionally specify the name of
an error table to log errors in the gptext.index_external() function.
Column

Type

Description

error_time

timestamp without time zone

The time the error occurred.

index_name

text

The name of the external index.

sqlcmd

text

Text of the SQL statement, if any.

errmsg

text

The message text of the error that occurred.

rawdata

text

Data associated with the error, for example the document URL.

rawbytes

bytea

Binary data associated with the error, if any.

gptext.solr_instances
The gptext.solr_instances table is an external table with a row for each Solr instance.
Column

Type

Description

id

integer

Unique id for the Solr instance.

host

text

Name of the host where the instance is running.

port

integer

Port number of the Solr instance.

solrdir

text

Path to the Solr instance’s data directory.
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Column
zoocluster

Type
text

Description
A list of ZooKeeper nodes.

gptext.zoo_cluster
The gptext.zoo_cluster is an external table with one row for each ZooKeeper node.
Column

Type

Description

id

integer

The unique id of the ZooKeeper node.

host

text

Name of the host where the ZooKeeper node is running.

port

integer

Port number of the ZooKeeper instance.

data_directory

text

Path to the Zookeeper node’s data directory.
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GPText Configuration Parameters
GPText configuration parameters can be overridden by setting a new value in a Greenplum Database session. Changes made to configuration parameters
only affect future GPText operations; existing indexes use the parameter values that were set when they were created.
See Changing GPText Server Configuration Parameters for information about changing configuration parameters and examples.
The following table lists the GPText configuration parameters with their defaults and value constraints.
admin_timeout

Timeout, in seconds, for admin requests (create_index, etc.).

30

INT_MAX

3600

commit_timeout

Timeout, in seconds, for prepare commit and commit operations.

30

INT_MAX

3600

delete_timeout

Timeout, in seconds, for delete requests.

30

INT_MAX

3600

extension_factor

Maximum number of replicas that can be added for an index per GPText node
after the index is created.

0

10

2

facet_timeout

Timeout, in seconds, for faceting queries.

30

INT_MAX

3600

failover_factor

Minimum ratio of Solr nodes that must be up in order to create a new index. (
SolrNodesUp/TotalSolrNodes )

0.0

1.0

0.8

hl_post_tag

Markup that gptext-highlight() inserts after terms in search results.

'</em>'

hl_pre_tag

Markup that gptext-highlight() inserts before terms in search results.

'<em>'

idx_buffer_size

Size of indexing buffer in bytes.

4096

67108864

134217728

comma
idx_delim

Delimiter to use during indexing.

idx_encapsulator

The character optionally used to surround values to preserve characters such
as the CSV separator or whitespace.

','

quote
'"'

backslash
idx_escape

Escape character to use for indexing.

index_timeout

Timeout, in seconds, for receiving response to indexing operation.

30

INT_MAX

3600

optimize_timeout

Timeout, in seconds, for optimize operations.

30

INT_MAX

3600

ping_timeout

Timeout, in seconds, for ping requests.

30

INT_MAX

120

replication_factor

The number of replicas per shard for a newly created index.

0

10

2

replication_timeout

Timeout, in seconds, for replication operations (backup, restore).

30

INT_MAX

43200

rollback_timeout

Timeout, in seconds, for rollback operations.

30

INT_MAX

3600

search_batch_size

Batch size for search requests.

1

INT_MAX

2500000

search_buffer_size

Buffer size for search results, in bytes.

4096

67108864

16777216

search_param_separator

Delimiter to use in the options parameter of the gptext.search() UDF.

search_post_buffer_size

Post buffer size for search, in bytes.

search_timeout

Timeout, in seconds, for searches.

stats_timeout

Timeout, in seconds, for obtaining statistics.

30

INT_MAX

idx_segment_error_limit

Limit for indexing errors per segment. If this value is exceeded on any
segment, the indexing operation is stopped.

INT_MAX

10

terms_batch_size

Batch size for terms operations.

1

INT_MAX
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INT_MAX
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